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1 Introduction

Multidimensional access methods are used to handle multidimensional data
in a broad range of applications, e.g., data mining [34], term indexing [23],
XML documents [30], computer games [55], and text document and im-
age processing [22]. Considering a spatial shape of multidimensional data,
we can distinguish point and spatial data. Consequently, multidimensional
access methods handling the data can be classified as point access meth-
ods (handling point data) and spatial access methods (handling spatial
data) [46]. Major representatives of point access methods are the B-tree [16]
and its variants, the Grid file [43] and its variants, the Quadtree [27] and its
variants, the kD-tree [19] and its variants, and others (e.g the PL-tree [53]).
Spatial access methods include data structures based on object hierarchies,
i.e the R-tree [32] and its variants, and data structures based on space hi-
erarchies, i.e. Cell Pyramid [51] and its variants. We must note that some
point access methods can handle spatial objects and vice versa, e.g. the
R-tree can handle spatial as well as point data. In this thesis, we focus only
on the access methods managing the point data in a discrete multidimen-
sional space. We can consider the physical implementation of a table in a
relational database as an important application of the point access methods.

Multidimensional data structures mostly support multidimensional
range queries as well as similarity queries. The range query retrieves
all tuples of a multidimensional space matched by a query rectangle which
is defined with a point or an interval in each space dimension, while the
similarity query returns the nearest neighbour tuples to a query tuple.
Although a lot of multidimensional data structures have been presented,
query processing shares some performance issues:

1. Indexing of dead space, some areas of regions included in the index
containing no data.

2. Random accesses to pages when a query is processed, especially in
the case of accesses to a disk.

3. Region overlap, regions of sibling nodes can share a common space.

4. High number of irrelevant regions, regions containing no tuples
matched by a query are accessed.

Random accesses to pages are typical operations during range query
processing in the case of onedimensional (like the B-tree) as well as multidi-
mensional data structures (like the R-tree). In this case, a DBMS optimizer
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tries to transform random accesses to sequential accesses when pages are
stored in the secondary storage [39, 6].

When the dimensionality of a space increases, the volume of the space
exponentially increases and data become sparse. As a result, these negative
issues more and more influence the efficiency of query processing. This effect
is known as curse of dimensionality [56]. There are data structures more
robust to these issues, e.g. regions of the sibling nodes in the UB-tree [17]
do not overlap each other; however, other issues come to the fore. In this
thesis, we propose three techniques to reduce the issue of random accesses
and the number of node accesses in general:

• optimization of disk accesses by prefetch techniques

• optimization of multiple range query processing

• optimization of narrow range query processing

This thesis is divided into two parts. Part I consists of three sections
and describes preliminaries of our work. Section 2 gives basic concepts
and terms in the area of multidimensional data structures. Moreover, it
provides a classification of multidimensional queries with the focus on range
query processing. Section 3 is devoted to the hardware environment of
DBMS including the issue of random and sequential accesses. Range query
processing in current DBMSs is presented in Section 4.

Our contribution is presented in Part II containing three techniques
to reduce the issue of random accesses and the number of node accesses
in general. The first one is an optimization of disk accesses by prefetch
techniques [6] described in Section 6. In the second technique, we focus on
an optimization of multiple range query processing, i.e. the processing of
several range queries by one tree traversal. Moreover, we introduce a new
type of the range query called the Cartesian range query. This technique
has been published in [4] and it is described in Section 7. An application of
this approach is presented in [7]. The third technique enables more efficient
processing of a special type of the range query, the narrow range query, using
signatures [38]. The signatures are used for a description of tuples in regions
and consequently for a better filtration of irrelevant regions during range
query processing. We describe this technique in Section 8. Basic ideas of this
technique have been depicted in [2]. Two applications of this technique have
been presented in [13, 12]. Finally, in Section 9 we put forward experiments
of these techniques. Since the R-tree is the most common multidimensional
data structure, presented techniques are especially applied on the R-tree
described in Section 5.
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2 Indexing and Querying Multidimensional
Data

2.1 Multidimensional Data

Multidimensional data are a collection of objects in a multidimensional
space. Considering the spatial shape of multidimensional data, we can dis-
tinguish spatial and point data. Spatial data span a continuous physical
space, like lines (e.g. roads, rivers), time intervals, regions of various shapes
(e.g. lakes, countries), and so on. Point data can represent space locations
as well as records of a relational table in a relational DBMS with many
attributes, where one attribute corresponds to one dimension [42]. In this
thesis we consider a tuple to be a point in a space of the dimensionality d.
Consequently, we use the term tuple synonymously to the term record.

An example of multidimensional point data is presented in Table 1; data
in the table Product represent a simple e-shop with computers. Each record
in the table represents one computer together with information about its
producer, model, and price.

Table 1: An example of the table Product(producer, model, price)

producer model price

DELL 2010 350

DELL 2015 1,230

Toshiba 2012 800

Toshiba 2010 310

Apple 2015 2200

Asus 2015 370

Lenovo 2015 490

Consequently, each record in the table can be represented as a tuple in
a 3-dimensional space. In Figure 1, it is possible to see a space representa-
tion of the table in the 3-dimensional space; each dimension represents one
attribute of the table.
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Figure 1: A space representation of the table Product(producer, model,
price) in a 3-dimensional space

2.2 Multidimensional Queries

A multidimensional query restricts a multidimensional space: it returns
tuples of its subspace. We distinguish two major types of multidimensional
queries: similarity queries and range queries.

2.2.1 Range Queries

A range query retrieves all tuples of a d-dimensional space in a query rect-
angle Q defined by two tuples QL = (ql1, . . . , qld), QH = (qh1, . . . , qhd),
qli ≤ qhi, 1 ≤ i ≤ d (see Figure 2a). Let T be a table with attributes
t1, . . . , td, a range query over T can be written as a pseudo SQL statement:

SELECT * FROM T WHERE ql1 ≤ t1 ≤ qh1 AND . . . AND qld ≤ td ≤ qhd

  (a)                           (b)                           (c)                            (d) 

Figure 2: Example of (a) range query, (b) narrow range query, (c) partial
match query, and (d) exact match query

Example 2.1 (Range query)
Let us consider a product database including the table Product (name,
producer, model, weight, price). A range query over the table is then: Find
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tree and it saves approximately 30% of the query processing time compared
to the skip-sequential prefetch.

In the second technique, we focused on an optimization of multiple range
query processing, i.e. processing a sequence of range queries by one tree
traversal. We introduced a special type of the multiple range query, the
Cartesian range query, together with the multiple range query algorithms
for the R-tree. Both multiple range query algorithms, the range query
batch and the Cartesian range query, omit redundant logical accesses: we
show that the IO cost of both algorithms is bounded with the number of
nodes in a tree. Moreover, the Cartesian range query omits redundant
compare operations: we showed that the number of compare operations
of the Cartesian range query algorithm of the R-tree is up to 2 orders of
magnitude lower compared to other algorithms especially in the case of
queries with the lower selectivity. The query processing time then follows
these results.

The third technique enables more efficient processing of a special kind of
the range query, the narrow range query, using signatures. The signatures
are used for a description of the tuples in regions and consequently for a more
efficient filtration of irrelevant regions during range query processing. We
described two types of signatures, the dimension independent signatures and
the dimension dependent signatures for various data distributions. More-
over, we introduced a novel data structure, called the ESR-tree, utilizing
both types of signatures. The ESR-tree more efficiently filters irrelevant
nodes during narrow range query processing that leads to the significant
reduction of the logical accesses and the compare operations; we show that
the number of logical accesses is up to 3× lower and the number of compare
operations is up to 12× lower in comparison with the R-tree. Consequently,
the ESR-tree saves up to 70% of the query processing time.

In our future work, we want to use a compression technique to reduce the
number of logical accesses during range query processing. The compression
consists of two parts: a reduction of tuple values and encoding of the reduced
values. Some preliminary results have been presented in [3, 9].
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Table 12: POKER: Statistics for more tree levels (DD signatures, L(Si) =
1.5 × Ci, k = 5)

Index R-tree ESR-tree

S1 S1 + S2 S1 + S2 + S3

Build statistics

Index Size (MB) 68.87 + 3.39 + 8.84 + 18.14

Build (inserts/s) 75,019 66,796 53,795 46,963

Point query processing - statistics

Relevancy (%) 4.0 97 100 100

#Logical accesses 55.80 56.84 39.43 26.57

#Comparisons 10,528 7,260 2,313 1,152

Throughput (queries/s) 10,961 18,777 47,816 73,331

Partial match query processing - statistics

Relevancy (%) 2.3 98 100 100

#Logical accesses 440.97 449.2 174.63 162.53

#Comparisons 69,406 23,346 6,701 5,535

Throughput (queries/s) 1,213 3,838 11,815 13,277

Narrow range query processing - statistics

Relevancy (%) 2.0 22 22 22

Logical accesses 97.30 102.20 109.40 138.70

Comparisons 17,915 11,426 6,715 6,512

Throughput (queries/s) 5,862 10,767 15,650 14,518

10 Conclusion

This thesis contains three techniques reducing the number of nodes accessed
during a range query is processed. The first one is an optimization of disk
accesses by prefetch techniques. This approach replaces the random accesses
with the sequential accesses; we adopt a technique called the skip-sequential
prefetch used in DBMSs for this purpose. In the case of the skip-sequential
prefetch, the leaf node indices are sorted before the leaf nodes are read from
the secondary storage. Moreover, we enhanced the skip-sequential prefetch
by a read buffer used for the transfer of several nodes into the main memory;
this technique is called the buffered prefetch. Our experiments show, the
number of pages read from a disk is significantly higher in the case of the
buffered prefetch. However, the query processing time of the R-tree with
the buffered prefetch is up to 3.8× more efficient than in the case of the R-
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all products of the price between 800 and 1,500 euros, the weight between
2,000 and 3,000 grams, and the model between 2010 and 2013.

A narrow range query is the range query where at least one attribute is
restricted to a point or a short interval of values (we call such an attribute
the narrow attribute) while others are general intervals (see Figure 2b).

Example 2.2 (Narrow range query)
Find all products of the producer DELL of the price between 800 and 1,500
euros, with the weight equals to 2,200 grams, and the model between 2010
and 2013. In this case, the weight is restricted to a point.

A partial match query restricts some attributes to a point while other
attributes are left unspecified (i.e. they cover the complete domain of the
attributes). An example of the partial match query is shown in Figure 2c.

Example 2.3 (Partial match query)
Find all products of the producer DELL. In this case, only the producer
attribute is restricted to a point.

An exact match query (also known as a point query) restricts all at-
tributes to a point and tests whether it is/is not in a multidimensional
space (see Figure 2d).

Example 2.4 (Exact match query)
Find all products of the producer DELL made in 2014 with the price 1,500
euros, and the weight 2,200 grams.

2.2.2 Similarity Queries

The objective of the similarity queries [35] is to find objects whose attribute
values are similar (or close) to the attribute values of the query object.
There are many variants of the similarity queries, e.g. k-nearest neighbor
queries (or k-NN queries) [15], ϵ-approximate nearest neighbor queries [36],
etc. Since similarity queries and metric data structures are beyond the scope
of this thesis, we avoid their detail description.

9



3 Hardware Environment of DBMS

3.1 Introduction

To support transaction processing and the related infrastructure (i.e. ACID,
recovery, and so on) [29] some DBMSs1 hold their data in the secondary
storage (on a disk). These DBMSs utilize various paged data structures
to handle their data. In this thesis, we aim our focus at the paged data
structures; they are persistent and they store data in pages (or blocks).
A page is primarily stored in the secondary storage, therefore its size is a
multiplication of the disk sector size (512B) as well as the file system unit
size (often 2 kB). As a result, the typical page size is 8 or 16 kB.

3.2 A General Architecture of Paged Data Structures

The throughput of the main memory is up to 100 000× higher than the
throughput of the secondary storage. Therefore, each DBMS allocates a
part of the main memory for this purpose; it is called cache buffer ; the
cache buffer is a queue of pages in the main memory [48]. If a data structure
requires a page, it checks whether the page is stored in the cache buffer; if
the cache buffer contains the page then the data structure uses it, otherwise
the cache buffer reads the page from the secondary storage and the page is
added into the queue (see Figure 3).

Secondary

   storage

      Cache buffer 

    in main memory
Data Structure

Page Node

Figure 3: An example of a paged data structure with the cache buffer

We can distinguish two types of accesses to the pages: physical accesses
and logical accesses. Logical access represents every access to a page, while
physical access represents only the access to the secondary storage.

1On the other hand, there exist DBMSs do not support ACID like NoSQL DBMSs [52].
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Evidently, two major factors have to be taken into account when the
DI signatures are considered. In the case that the space overhead of the
signature index is not an issue, the DI signatures on more tree levels are
highly recommended to maximize the efficiency of narrow range query pro-
cessing. On the other hand, when we focus on the improvement of narrow
range processing with the minimal space overhead, the DI signatures only
at the leaf level of the tree should be utilized. In both cases, we have to
minimize the signature bit-length and maximize the number of 1-bits in a
tuple signature (k) with respect to the 40–50% weight criterion. The DI
signature bit-length 3 is the most appropriate variant for the adjustment of
the bit-lengths. As experiments show, in the case of the bit-lengths 2 × Q

the improvement of the narrow range query processing efficiency is the most
significant, however it is possible to prolong the DI signatures for the better
filtration of the irrelevant nodes.

9.4.3 Dimension Dependent Signatures

Since the collection POKER includes data with very small domains, it is
not possible to apply the DI signatures to filter irrelevant nodes (or sub-
trees) during range query processing. To avoid the dimension independency
false hits, the DD signatures have to be applied for more efficient narrow
range query processing. We use the DD signature bit-length 2 for the all
following experiments. Let us note that we use the letter Ci to represent
the multiplication of the number of tuples in a subtree at the level i and the
dimensionality of tuples. In the case of the collection POKER, C1 = 936,
C2 = 32,656, and C3 = 1,796,080. We set L(Si) = 1.5 × Ci using the DD
signature bit-length 2. Consequently, we prolong the DD signatures by the
multiplies of Ci.

To avoid the high number of logical accesses and comparisons of the leaf
node signatures, we can utilize the DD signatures also on more levels of the
tree. In Table 12, the statistics for more tree levels are shown. The experi-
ments presented in the table have been provided with the DD signatures of
the bit-length = 1.5 × Ci, k = 5.

The space overhead of the ESR-tree is 5% in the case of the DD sig-
natures S1, 13% in the case of the DD signatures S1 + S2, and 25% in the
case of the DD signatures S1 + S2 + S3. On the other hand, we can see
that the utilization of the DD signatures S1+S2+S3 leads to the 3× lower
number of logical accesses and to the 5× lower number of comparisons. As
a result, the query processing time is 4× lower in the case of point queries
and partial match queries and it saves 40% of query processing time in the
case of narrow range queries.
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sequently results in the lower number of logical accesses, the lower number
of comparisons, and the higher efficiency of range query processing. As we
can see, the efficiency of the query processing increased 8 − 9× for narrow
range queries and partial match queries, and it saves up to 33% of query
processing time in the case of point queries.

Table 11: USA ROADS: Statistics for more tree levels (DI signatures,
L(Si) = 3 × Q, k = 3)

Index R-tree ESR-tree

S1 S1 + S2 S1 + S2 + S3

Build statistics

Index Size (MB) 1,598.91 + 86.40 + 149.28 + 181.17

Build (inserts/s) 157,091 131,967 115,586 94,318

Point query processing - statistics

Relevancy (%) 15 100 100 100

Logical accesses 32.60 33.93 34.03 30.40

Comparisons 2,803 2,081 1,311 755

Throughput (queries/s) 28,609 37,138 51,966 74,589

Partial match query processing - statistics

Relevancy (%) 0.6 91 94 94

Logical accesses 246.2 261.4 155.0 75.8

Comparisons 38,502 13,089 4,715 1,848

Throughput (queries/s) 2,405 5,583 13,215 31,915

Narrow range query processing - statistics

Relevancy (%) 1.0 89 91 91

Logical accesses 182.8 195.3 122.7 70.1

Comparisons 30,152 11,773 4,008 1,830

Throughput (queries/s) 3,289 6,973 16,697 34,352

The advantage of the DI signature utilization is possible to see also on
the results for the collection USA ROADS (see Table 11). Since the height
of the R-tree is higher than in the case of the collection TIGER, a traversal of
the irrelevant subtrees is more frequent; it results in inefficient narrow range
query processing. Let us note that the experiments have been provided
with the DI signatures of the bit-length 3 × Qi (where Q1 = (72; 72; 56),
Q2 = (2,328; 2,328; 1,784), and Q3 = (97,632; 81,360; 16,272)), and k = 3.
We can see the efficiency of the query processing increased 10 − 12× for
narrow range queries and partial match queries and 2.6× for point queries.
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3.3 Sequential and Random Accesses

The throughput of the physical accesses is dependent mainly on the way
how the data structures access to pages. We can distinguish two types
of logical/physical accesses: sequential and random accesses. If pages are
accessed in an order how they are stored, we talk about sequential accesses.
As an example, we can mention the sequential read of a file. The random
accesses occur when the pages are accessed in a random order.

The sequential physical accesses are up to 2 orders of magnitude faster
than the random accesses. The time of the random access includes the time
of the seek to the cylinder with the requested block (the seek time), the time
of the platter rotation to the requested block (the latency time), and the
read time. The seek time and the latency time are the biggest bottlenecks
of the random accesses to the secondary storage. One random access takes
around 10ms, while the read time is below 1ms. Therefore, it is possible to
provide only 100 physical accesses per second. Let us consider pages of 2 kB
in size. We obtain 200 kB/s instead of approximately 400MB/s in the case
of sequential accesses. The Solid-State Drives (SSD) provide the low read
time and latency; they have no rotating parts compared to conventional
HDDs; they store the pages in the flash memories. Therefore the seek time
and the latency time is minimal.

4 Range Query Processing in Current DBMSs

4.1 Introduction

In this section, we describe data structures provided by current DBMSs to
support the range query.

Example 4.1
Let us consider a product database including the table Product (name,
producer, model, weight, price) and the following SQL query2 over the table:
”Find all computers DELL of the model between 2010 and 2013, the price
between 800 and 1,500 euros, and the weight equals to 2,200 grams.”

SELECT * FROM Product

WHERE

producer = ’DELL’

and model between 2010 and 2013

and price between 800 and 1,500

and weight = 2,200;

2We ignore that in a real case strings of individual attributes are stored in codebooks and the Product

table includes ids of the strings.
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4.2 Heap Table

The heap table [14] is a paged array where tuples are stored in the order in
which the rows are inserted in the table. Tuples are searched by a sequence
scan of all pages; therefore, we can expect the following physical query
evaluation plan [29] for the query3:

TABLE ACCESS FULL PRODUCT

SELECTION Filter Predicates

filter producer = DELL

and model >= 2010 and model <= 2013

and price >= 800 and price <= 1500

and weight = 2200

Advantages: The sequential scan is utilized which is especially efficient when
blocks of the array are read from a disk (compared to random physical reads
of blocks).
Disadvantages: All blocks must be scanned (and all tuples must be pro-
cessed) regardless of the result set size.

4.3 B-tree

The B-tree [16] is the second important index data structure utilized in
DBMSs. The B-tree is a m-ary balanced tree guaranteeing the logarithmic
time complexity for the operations insert, update, delete, and point queries.
The B-tree is an onedimensional data structure, it means it supports point
and range queries over an one-dimensional key. However, it is possible to
utilize the B-tree for processing some multidimensional range queries; we
can distinguish three possible approaches:

1. A set of B-trees where one B-tree is build for each attribute.

2. The B-tree with a compound key.

3. A combination of both approaches.

In the case of the set of B-trees, an index for each attribute of a mul-
tidimensional range query has to be built. Consequently, the range query
is processed by a sequence of range queries in the B-trees and individual
intermediate results are joined.
Disadvantages: There are two major issues. The first issue is the overall
size of the index and the overhead of the update operations, since more data

3The query evaluation plan is reported for the Oracle DBMS but a similar query plan can be expected
in any DBMS.

12

In the case of the R-tree, 90% of logical accesses are accesses to leaf
nodes. Although, the ESR-tree eliminates the high number of leaf node
accesses during range query processing, a high number of accesses to leaf
node signatures is invoked. To decrease this number, we can apply the
DI signatures on more levels of the tree. In Table 10, we compare the
query processing on one level (S1), on two levels (S1 + S2), and on three
levels (S1 + S2 + S3) of the tree.

Table 10: TIGER: Statistics for more tree levels (DI signatures,
L(Si) = 3 × Q, k = 1)

Index R-tree ESR-tree

S1 S1 + S2 S1 + S2 + S3

Build statistics

Index Size (MB) 105.41 + 5.96 + 9.17 + 12.87

Build (inserts/s) 173,484 157,438 139,807 115,168

Point query processing - statistics

Relevancy (%) 58 97 100 100

#Logical accesses 6.86 7.89 9.91 11.84

#Comparisons 788 678 546 475

Throughput (queries/s) 99,966 112,654 125,998 133,038

Partial match query processing - statistics

Relevancy (%) 0.8 3.0 7.3 10

#Logical accesses 237.3 296.9 155.4 107.8

#Comparisons 63,778 24,679 10,594 7,224

Throughput (queries/s) 1,540 3,533 8,108 12,000

Narrow range query processing - statistics

Relevancy (%) 1.0 3.4 8.5 13

#Logical accesses 197.2 245.9 123.6 77.07

#Comparisons 49,676 18,699 8,087 5,186

Throughput (queries/s) 1,911 4,464 10,453 16,949

The utilization of the DI signatures on more tree levels leads to the
lower efficiency of the build as well as to the higher space overhead of the
signature index. As we can see, the build efficiency of the ESR-tree with S1

is 9% lower, with S1+S2 20% lower, and with S1+S2+S3 35% lower. The
index size represents the 6% space overhead for S1, the 9% space overhead
for S1 + S2, and the 12% space overhead for S1 + S2 + S3. On the other
hand, the signatures at the higher levels filter irrelevant subtrees what con-
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Let us note, that all queries have high selectivity and the result set size
is 1 in many cases. In this section, we use the letter i for the number of
dimensions restricted to a point described by the signatures and the letter
j for the number of dimensions restricted to a narrow interval described by
the signatures (see Section 2.2). Moreover, we use L(S) for the bit-length
of a signature S, and k for the number of 1-bits in a tuple signature (see
Section 8). We measure also the efficiency of the index build as well as the
index size.

9.4.2 Dimension Independent Signatures

In the case of the collection TIGER, the DI signatures of the maximal
bit-lengths can be applied to get 100% relevance of the leaf nodes read.
In Table 9, statistics with the DI signatures S1 (i.e. created only for the
leaf nodes) of the maximal bit-lengths are put forward; the maximal bit-
lengths are (4,279,536; 4,279,536). As we can see, the efficiency of range
query processing increased 5× for narrow range queries and partial match
queries. Although the efficiency of point query processing is rather high in
the case of the R-tree, the efficiency of the ESR-tree is up to 10% higher.
On the other hand, the index size of the signature index is 661.68 MB
(where 644.34 MB represents the signature array and 17.34 MB represents
the conversion table) that is 6× more than the size of the R-tree index.
Since we want to get the space overhead of the ESR-tree as low as possible,
we consider such bit-lengths only as a base line.

Table 9: TIGER: A comparison of the R-tree and the ESR-tree using DI
signatures S1 of the maximal bit-lengths

Data Collections R-tree ESR-tree

Index Size (MB) 105.41 105.41 + 661.68

Build efficiency (inserts/s) 173,484 103,837

Query processing (queries/s)

Point query 99,966 108,774

Partial match query 1,540 7,556

Narrow range query 1,911 9,230

Let us remember thatQi represents the average number of distinct values
in a subtree for each attribute at the tree level i. In the case of the collection
TIGER, Q1 = (112; 112), Q2 = (7,048; 7,048), and Q3 = (390,528; 390,528).
Consequently, we prolong the DI signatures by the multiplies of Qi.
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structures are created for a table. The second issue is that the efficiency of
the approach is highly dependent on the range query selectivity; if the size
of the intermediate results ≫ the size of the overall result, this processing
is rather inefficient [31].

In the case of the B-tree with a compound key, a concatenation of sev-
eral attributes is used to create a compound index (there is an ordering
of attributes in the compound key). However, only some multidimensional
range queries can be processed without a sequential scan of the index, more
precisely the range query: QL:QH : ∃k : qli = qhi, 1 ≤ i ≤ k, |qhi − qli| >
0, i = k, |qhi − qli| = |Di|, i > k. In other words, the point attributes of the
query are the first attributes of the compound key, then the query includes
one interval attribute, and other attributes are unspecified.

Advantages: In the case a range query corresponds to the compound key,
the IO cost is minimal since accessed leaf nodes of the B-tree include only
relevant tuples.

Disadvantages: When a particular compound key (or a few number of keys)
is defined, many ad-hoc queries are processed using the sequential scan.
In the case that more composite indices are created to cover more range
queries, the overall index size can be higher compared to the table size and
the overhead of update operations increases. In the extreme case, we must
create d! composite indices to cover all multidimensional range queries or
we must create (d− 1)! indices to cover all multidimensional partial match
queries.

4.4 Bitmap Index

Relational DBMSs use bitmap indices for range queries over attributes with
small attribute domains [45]. In the bitmap index [44], a string of bits is
created for each attribute; the bit-length of the bit-string is equal to the size
of the attribute domain: each attribute value is related to one bit of the
string. For each record of a table, bit-strings for all attributes are created:
the 1-bit in the corresponding position is set with regard to the attribute
value. Consequently, the range query is processed by a sequential scan over
the bitmap index.

Advantages: A bitmap index is a highly compact structure to enable fast
reading.
Disadvantages: The overhead of maintaining a bitmap index is enormous.
Since the insertion of a new value requires the rebuild of the index, the
bitmap indices are designed only for databases where new data values are
not frequently inserted. Moreover, it supports only the partial match query
and it can be applied only for small attribute domains.
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4.5 Multidimensional Data Structures

Multidimensional data structures enable to process a multidimensional
range query without necessity to scan all nodes of the index in many cases.
However, multidimensional indexing is more difficult than traditional one-
dimensional indexing and there are many weak points related to the curse
of dimensionality [56]. It simply says that the efficiency decreases when the
space dimensionality increases.

Major representatives of multidimensional data structures are the the R-
tree [32], the multidimensional B-tree [28], the (B)UB-tree [17, 25], the Grid
file [43] and its variants, the Quadtree [26] and its variants, the kD-tree [19]
and its variants and many others. Since the R-tree is the most common
multidimensional data structure, our techniques are especially applied on
the R-tree.

5 R-tree

Since 1984 when Guttman proposed his method [32], R-trees have become
the most cited and most used as a reference data structure in this area. They
support point and range queries, and also some forms of spatial joins. An-
other important queries supported by R-trees are the similarity queries. The
R-tree can be thought as an extension of the B-tree in a multidimensional
space. It corresponds to a hierarchy of nested d-dimensional Minimum
Bounding Rectangles (MBR). If N is an inner node, it contains couples
(Ri, Pi), where Pi is a pointer to a child of the node N . If N is a leaf node,
it contains its couples (Ri, Oi), where Ri contains a spatial object Oi. A
structure of the R-tree is shown in Figure 4.

R1 R2

R3 R4 R5 R6

T2 T4 T10 T6 T9 T1 T7 T3T8 T5 T11

R1

R2

R3

R4

R5

R6

T2

T4

T8

T10

T6

T9

T1

T5

T7

T3

T11

Figure 4: A planar representation and a structure of the R-tree
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POKER the numbers of the unique values in individual dimensions are (4;
13; 4; 13; 4; 13; 4; 13; 4; 13; 10). In Table 8, we see basic characteristics of
R-trees built in these experiments.

Table 8: Basic characteristics of the R-trees built

Data Collections TIGER USA ROADS POKER

Dimension 2 3 11

# Items 5,889,786 58,333,337 1,000,000

Page size (kB) 2 2 4

Height 3 4 3

Node capacity (inner/leaf) 101/169 72/127 44/85

# Nodes (inner/leaf) 815/53,154 21,294/797,349 720/16,911

Index size (MB) 105.41 1,351.30 68.87

The efficiency of narrow range query processing is measured by the rel-
evancy of leaf nodes read, the number of logical accesses (i.e. the number
of nodes read in the R-tree and signature index), the number of compare
operations, and the query processing time. Let us note that the number
of logical accesses represents the IO cost and the number of compare oper-
ations represents the CPU cost of query processing. We also measure the
average weight of all signatures (a ratio of the 1-bits of the signature to the
bit-length of the signature × 100 (%)), and the number of the hash func-
tion conflicts (a ratio of the signature weight to the multiplication of k and
the number of unique values described by the signature× 100 (%)). As an
example, let us consider a signature with the bit-length 200 with k = 1 de-
scribing 100 unique values and its weight is 50, weight = 25% and conflicts
= 50%. Evidently, the lower conflicts means the lower number of hash func-
tion false hits during range query processing. For the time measurement,
we repeat tests 1 000× and calculate the average time.

We use 300 range queries over both data collections. These queries are
categorized in 3 query groups:

1. Point queries - queries have all dimensions restricted to a point and
the result set size is 1.

2. Partial match queries - queries have 30–50% of dimensions re-
stricted to a point, the other dimensions are unrestricted.

3. Narrow range queries - queries have 30–50% of dimensions re-
stricted to a point, the other dimensions are randomly set to narrow
and general intervals.
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Figure 12: ITProduct: The query processing time of SS 3, RQ, RQB, and
CRQ for queries of the result size group 2 with the cache hit (a) 10% and
(b) 100%

9.4 Narrow Range Query Processing

9.4.1 Data Collections and Queries

In this section, we compare narrow range query processing by conventional
algorithms of the R-tree with the ESR-tree. We use three real collections
for the experiments. The first collection, titled as TIGER8, is a standard
spatial data set. We choose the type 2 of the Wyoming data set from 2006 in-
cluding 5,889,786 2-dimensional points without the topological information.
The second collection, titled USA ROADS9, is a Tiger/Line data collection
including 58,333,337 3-dimensional tuples representing a road network of
USA. The third collection, titled as POKER10, contains 1 million tuples of
the dimensionality 11 which are used to predict poker hands. In the collec-
tions TIGER and USA ROADS the number of unique values in individual
dimensions is close to the total number of tuples in the collection. In the
case of the collection TIGER, the numbers of the unique values in indi-
vidual dimensions are (4,279,536; 4,279,536); in the case of the collection
USA ROADS, the numbers of the unique values in individual dimensions
are (23,947,347; 23,947,347; 107,626). On the other hand, in the collection

8http://www.census.gov/geo/www/tiger/
9http://www.dis.uniroma1.it/ challenge9

10http://archive.ics.uci.edu/ml/datasets/Poker+Hand
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In the last decades, a lot of R-tree variants have been presented. Basi-
cally, these variants differ in how they perform splits during insertion, how
they cluster the data, and so on. In literature, we can find many variants
of the R-tree: the R∗-trees [18], R+-tree [47], TV-trees [33], SR-trees [35],
SS-trees [54], X-trees [49], and many others. Basically, the variants differ in
how they perform splits during insertion, how they cluster the data, and so
on. We do not describe them as they do not have a direct impact on ideas
presented in this thesis.

6 Prefetch Techniques

6.1 Introduction

In this section, we introduce an optimization of disk accesses during multi-
dimensional range query processing and we show that it is often possible to
replace random accesses by sequential accesses during the query processing.
Instead of a development of another sophisticated data structure, our goal
is to optimize disk accesses using a simple way applicable for any tree data
structure. We adopt a technique called the skip-sequential prefetch often
used in DBMSs [39] and we introduce a novel technique called the buffered
prefetch. Ideas described in this section have been published in [6]. Let us
note that we focus only on the optimization of disk accesses; the prefetch
itself is not processed, however our techniques can lead to its occurs (i.e. a
DBMS can read pages in advance).

6.2 Skip-Sequential Prefetch in DBMSs

A basic physical design in current DBMSs includes a heap table and an
index (mostly the B-tree). Each record of the index contains a key and
a pointer to the corresponding row in the heap table. These pointers are
called row identifiers (or ROWIDs). ROWIDs are necessary because the
index often does not contain values of all attributes. A DBMS searches the
index for ROWIDs of relevant rows and consequently reads the rows from
the heap table when a query is processed. Figure 5 shows an example of
query processing over a heap table with an index; we can see the random
reads of pages in the heap table using ROWIDs. Let us note the pages of
the index are randomly read as well.

To prevent the random accesses during the query processing, DBMSs
often use a technique called the skip-sequential prefetch (or sequential
prefetch) [39]. The skip-sequential prefetch for example sorts ROWIDs
before the pages are read from a heap table (see Figure 6). Consequently,
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9.3.2 Range Query Batch Experiments

In the experiments, we compare the processing of 100 point/range queries
(for each query group) with the conventional range query and the range
query batch algorithms, where the batch algorithm processes 5, 10, 20, 50,
and 100 queries in a batch. Detail results for the collections are put forward
in Table 7. This table includes the number of logical accesses and the
processing time for all queries in each query group.

Table 7: ITProduct: Statistics for the range query batch

Queries in Query Logical Accesses Processing Time (s)

the Batch Group Inner Leaf Cache Hit 10% Cache Hit 100%

100 ×
Range Query (1)

1 142,717 78,588 1.76 1.30

2 369,028 1,593,473 31.49 8.66

3 395,347 2,107,997 43.54 10.60

4 485,663 5,754,782 118.19 26.32

5 501,439 6,832,506 128.23 33.76

20 ×
Range Query Batch
(5)

1 68,578 75,621 1.63 1.23

2 108,869 1,233,677 25.14 7.82

3 111,110 1,531,669 31.18 9.29

4 113,868 2,722,441 65.76 22.88

5 114,157 2,867,890 67.20 29.51

5 ×
Range Query Batch
(20)

1 23,681 67,387 1.47 1.20

2 28,535 630,306 14.57 6.84

3 28,570 694,750 17.37 8.21

4 28,578 794,513 34.90 21.53

5 28,580 795,681 37.29 26.26

1 ×
Range Query Batch
(100)

1 5,466 43,570 1.11 1.03

2 5,716 157,307 7.28 4.11

3 5,716 159,087 8.87 5.47

4 5,716 159,850 24.62 17.69

5 5,716 159,877 27.99 20.29

In the case of point queries for the collection ITProduct, redundancy
is rather high. Therefore, the batch algorithm has a high impact on the
efficiency and the processing time is approximately 50% compared to the
conventional query-by-query algorithm. Evidently, the number of redun-
dant logical accesses grows up when the selectivity goes down.

As we see in Figure 11, the improvement increases with the number of
queries in the batch as well as their selectivity. The processing of range
queries in the batch saves up to 76% of the query processing time and 87%
of logical accesses for GeneralProduct in the case of 100 queries in the batch.
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items in each node. In this way, the algorithm recursively traverses all
subtrees and it is finished after all relevant subtrees are processed. Since the
nodes in the tree are not ordered in their physical order, random accesses are
typical operations during range query processing. Evidently, these random
accesses significantly decrease the efficiency of range query processing. Since
the leaf nodes represent 90% of the tree size, the most of the random accesses
during range query processing are accesses to leaf nodes [40].

Example 6.1
Let us have a set of 2-dimensional tuples indexed by the R-tree. Let us
take a range query defined by two points QL and QH. The R-tree and the
query rectangle are presented in Figure 7. As we can see, leaf nodes are not
stored in the same order as they are read during range query processing.
Regions R3, R4, and R5 are intersected by the query rectangle and they
are scanned. They are read as they are found by the algorithm; the order
in which the pages are read is 123, 94, and 122.

R1 R2

R3 R4 R5 R6

T2 T4 T10 T6 T9 T1 T7 T3T8 T5 T11

R1

R2

R3

R4

R5

R6

T2

T4

T8

T10

T6

T9

T1

T5

T7

T3

T11

123

19

12294 117

116

83

QL

QH

Figure 7: A range query in the R-tree

We solve this issue by adopting the skip-sequential prefetch described in
Section 6.2. The pages are not accessed immediately as they are considered
relevant, but their indices are stored and processed as the last step of range
query processing. In this step, the indices are sorted and pages are read in
their physical order. We focus only on leaf nodes, but the technique can
also be successfully applied at other levels of the tree; however, it is usually
not necessary and the improvement is not so significant. In this way, we
transform random accesses to sequential accesses.
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Example 6.2
Let us take the range query over the R-tree in Example 6.1. When the
skip-sequential prefetch is considered, the order in which the pages are read
is 94, 122, and 123.

Many real world range queries lead to a tree traversal where a plenty
of tree nodes has to be processed. If several pages physically stored close
to each other are to be processed, we can consider to read them together.
Reading pages together means that the average read time per one page is
reduced. Therefore we extend the skip-sequential prefetch technique with a
read buffer and we call this technique the buffered prefetch. The read buffer
is a block of the main memory storing an array of pages; we find a maximal
number of pages fits the read buffer. The maximal number of pages in the
read buffer is called the threshold. Consequently, the requested nodes are
picked from the read buffer and the rest of the read buffer is discarded.
This process is repeatedly executed until all requested pages are not read.
We use a greedy approach to select the pages fitting the read buffer for the
performance reasons.

Example 6.3
Let us take a range query over the R-tree in Example 6.1. When the buffered
prefetch with threshold 1 (i.e. it is the skip-sequential prefetch) is consid-
ered, the required pages are read by three accesses in order 94, 122, and
123. When the buffered prefetch with threshold 8 is considered, the required
pages are read by two accesses in order 94, and 122–123. When the buffered
prefetch with threshold 32 is considered, the required pages are read by one
access in order 94–123.

A depth-first search range query algorithm including the prefetch tech-
niques is depicted in Algorithm 1. The RangeQuery function scans a tree
from the root node to the leaf nodes. Each inner node of a path is read and
scanned from the first to the last item using the function ScanNode (see
Line 5 of Algorithm 1). A parameter of the function ScanNode is a query
rectangle (the variable qr) and the order of the current item in the current
inner node (the variable itemOrder). Each leaf node of the path is not im-
mediately read and scanned, but its index is stored in a leafIndices array
until all relevant leaf nodes are found (Line 9). After the traversal of the
tree is finished and all leaf node indices are stored in the array leafIndices,
the range query algorithm invokes function SkipSequentialPrefetch (Line 4)
or BufferedPrefetch (Line 6).
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batch algorithm, the sequential scan, and the new Cartesian range
query algorithm. Queries are categorized by the number of dimensions
with more intervals, the number of intervals in particular dimensions,
and the selectivity of queries (see Table 6). Each query collection
is titled as Qr

d,i, where d represents the number of dimensions with
more intervals, i is the number of intervals in the dimensions, and r

represents the result size group.

Table 5: Basic characteristic of query groups for the range query batch

Query Result Avg. Result Size

Group Size GeneralProduct ITProduct

1 1 1.0 1.0

2 ⟨2, 99⟩ 9.5 86.7

3 ⟨100, 9,999⟩ 556.6 404.9

4 ⟨1,000, 49,999⟩ 43,964.0 39,305.3

5 ⟨50,000, 99,999⟩ 91,887.1 74,382.1

Table 6: A basic characteristic of query groups for the Cartesian range query

Query # Queries of the equi- Result Size Result Avg. Result Size

Group valent range query batch Group Size GeneralProduct ITProduct

Q1

2,2

22 = 4

1 ⟨1, 99⟩ 94.4 79.5

Q2

2,2 2 ⟨100, 9,999⟩ 3392.7 1196.5

Q3

2,2 3 ⟨1, 000, 99, 999⟩ 42171.0 31842.8

Q1

2,3

23 = 8

1 ⟨1, 99⟩ 83.9 62.4

Q2

2,3 2 ⟨100, 9,999⟩ 1377.9 828.4

Q3

2,3 3 ⟨1, 000, 99, 999⟩ 35933.5 32583.9

Q1

3,2

32 = 9

1 ⟨1, 99⟩ 96.6 90.2

Q2

3,2 2 ⟨100, 9,999⟩ 4240.1 972.7

Q3

3,2 3 ⟨1, 000, 99, 999⟩ 75950.1 32417.5

Q1

2,4

24 = 16

1 ⟨1, 99⟩ 93.6 91.4

Q2

2,4 2 ⟨100, 9,999⟩ 3928.6 962.7

Q3

2,4 3 ⟨1, 000, 99, 999⟩ 37373.6 32718.1

Q1

3,3

33 = 27

1 ⟨1, 99⟩ 70.8 79.9

Q2

3,3 2 ⟨100, 9,999⟩ 797.8 878.6

Q3

3,3 3 ⟨100, 9,999⟩ 37432.7 35614.0
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and price. In Table 4, we see basic characteristics of R-trees built in these
experiments.

Table 4: Basic characteristics of the R-trees built

Data Collections GeneralProduct ITProduct

Dimension 5 10

# Items 10,000,000 10,000,000

Page size (B) 2,048 4,096

Height 4 4

Node capacity (inner/leaf) 46/84 48/92

# Nodes (inner/leaf) 6,386/350,695 5,716/319,963

Index size (MB) 354 647

The efficiency of all range query algorithms is measured by the number
of logical accesses, the number of compare operations, and the query pro-
cessing time. Let us note that the ratio of random and sequential accesses
is approximately the same for all queries. For the time measurement, we
repeat the test 10× and calculate the average time. Evidently, the number
of logical accesses represents the IO cost and the number of compare oper-
ations represents the CPU cost. We use two cache buffer configurations of
the R-tree: the cache hit 10% (i.e. 10% of nodes is stored in the main mem-
ory) and the cache hit 100% (i.e. all nodes are stored in the main memory).
Since current DBMSs usually utilize a sequential scan in the heap table
to process multidimensional range queries, we compare our algorithms also
with the sequential scan. In experiments with the sequential scan all nodes
are stored in the main memory.

A sequence of range queries is processed by one sequential scan, where
the boolean filter is applied; we call it the Sequential scan 3. Evidently,
each DBMS optimizer implements this technique.

We use the following abbreviations for the algorithms: ’RQ’ instead
of ’range query algorithm’, ’RQB’ instead of ’range query batch’, ’CRQ’
instead of ’Cartesian range query’, and ’SS’ instead of ’sequential scan’.
The experiments are divided into two parts:

• In the first part, we compare the performance of the range query
batch with the conventional query-by-query algorithm. We use 500
range queries over both data collections. These queries are categorized
into 5 query groups according to their selectivity (see Table 5).

• In the second part, we test the processing of Cartesian range queries
with the conventional query-by-query algorithm, the range query
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Algorithm 1: A range query algorithm using prefetch techniques

Function : RangeQuery(qr)
Input : qr – a query rectangle, prefetch – a type of the prefetch technique
Output : resultSet – tuples matched by the query rectangle
Variables: leafIndices – an array of leaf node indices

leafIndices ← RangeQuery(RootNodeIndex, qr);1

switch prefetch do2

case Skip-Sequential:3

resultSet ← SkipSequentialPrefetch(leafIndices, qr);4

case Buffered:5

resultSet ← BufferedPrefetch(leafIndices, qr);6

end7

return resultSet;8

Function : RangeQuery(nodeIndex, qr)

Input : nodeIndex – the index of a node to be scan, qr – a query rectangle
Output : leafIndices – an array of leaf node indices

if ¬IsLeaf(nodeIndex) then1

N ← ReadNode(nodeIndex);2

itemOrder ← 0;3

while itemOrder ≤ N.ItemCount do4

itemOrder ← N.ScanNode(itemOrder, qr);5

if itemOrder ≤ N.ItemCount then6

RangeQuery(N.GetChildIndex (itemOrder), qr);7

end8

end9

end10

else11

leafIndices.Add(nodeIndex);12

end13

return leafIndices;14
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7 Multiple Range Query Processing

7.1 Introduction

Many real world queries can be transformed to a multiple range query, i.e.
a query including more than one query rectangle. In this chapter, we aim
our effort at processing of this query type.

In this section, we firstly show an algorithm processing a sequence of
range queries (so-called range query batch) with one scan in the R-tree [32]
or another variant of this multidimensional data structure [18, 47]. Second,
we introduce a special type of the multiple range query, the Cartesian range
query. These algorithms are based on a single scan of the data structure,
in this way, redundant accesses and operations are omitted. We show the
optimality of these algorithms from the IO and CPU costs point of view
and we compare their performance with current methods. Although we
introduce our algorithms in the context of the R-tree, we show that these
algorithms are appropriate for all multidimensional data structures with
nested regions. Ideas described in this section have been published in [4].

7.2 Processing Multiple Range Queries

A sequence of range queries is m range queries RQ1, RQ2, . . . RQm in
a d-dimensional space. A tuple (t1, t2, . . . td) is in the result set of the
sequence if it is matched by at least one query of the sequence. When we
need to distinguish tuples for individual range queries, orders of all rect-
angles matching the tuple are stored in the result set together with the
tuple.

A naive algorithm to process a sequence of range queries is to evaluate
the sequence in the query-by-query way. As a result, the same nodes of
an index can be accessed with various range queries, i.e. IO cost (the
number of nodes accessed) is not bound by the number of nodes in the
index. Therefore, we need an algorithm to process the sequence with one
scan of the index; we call this algorithm the range query batch. Some notices
to processing the sequence of range queries in the multidimensional UB-tree
are proposed in [42]. In the UB-tree there is an ordering of items in nodes.
In this chapter, we introduce multiple range query algorithms for the R-tree
and any multidimensional index with nested regions and without ordering
of items in nodes.

Example 7.1
If an SQL processor wants to utilize the multidimensional range query to
process the SQL statement Q1, it has to generate 12 range queries, since a
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efficient for queries over the XML collection. In this case, we get the maxi-
mum performance of the combination of sequential and random reads. The
major issue of HDDs, as was mentioned previously, is the high seek time
in the case of random accesses. This fact can be seen in comparison of the
R-tree and the bulk-loaded R-tree. The number of pages read can be higher
for the bulk-loaded R-tree compared to the R-tree. However, the depth-first
search range query algorithm reads the leaf nodes ordered in their physical
order in the case of the bulk-loaded R-tree.

In Figure 10 we see a comparison of query processing with prefetch tech-
niques for HDD and SSD disks. In this figure, we use the following abbrevi-
ations for the algorithms: ’B-L R-tree’ instead of ’bulk-loaded R-tree’, ’SSP’
instead of ’skip-sequential prefetch’, and ’BP’ instead of ’buffered prefetch’.
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Figure 10: XML: A comparison of query processing with prefetch techniques
for HDD and SSD disks

9.3 Multiple Range Query Processing

9.3.1 Data Collections and Queries

In this section, we compare the conventional range query algorithm in the
R∗-tree with the multiple range query algorithms – the range query batch
and the Cartesian range query. We use two synthetic collections of prod-
ucts7. The first collection, titledGeneralProduct, represents a general e-shop
with 10millions of products described by the attributes category, producer,
price, model, and color. The second collection, titled ITProduct, includes
10millions of records related to computers and their components. It in-
cludes the attributes type, brand, operating system, screen size, processor
type, memory, hard drive capacity, graphics processing type, sound card,

7http://db.cs.vsb.cz
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choose the type 2 of the Wyoming data set from 2006 including 5,889,786
2-dimensional points without the topological information. In Table 2, we
see basic characteristics of R-trees built in these experiments.

Table 2: Basic characteristics of the R-trees built

Data Collections XML TIGER

Dimension 10 2

# Items 1,031,080 5,889,786

Page size (B) 2,048 512

Build insert Bulk-load Build insert Bulk-load

Height 4 4 5 4

# Inner nodes 2,292 1,022 15,381 6,101

# Leaf nodes 32,780 22,416 228,168 140,234

Index size (MB) 71.83 48 124.70 74.93

We have used 15 various range queries from the result size 1 to the
selectivity 52%6, each query is processed 10× and the results are averaged.
Disk access cost is measured by the volume of data read (DAC ) and the
number of physical accesses (Disk accesses). Since we focus on the physical
accesses in this work, the cache buffer size is minimized. Let us note that
we use the abbreviation ’T’ for the threshold.

Table 3: XML: A summary table for HDD disk

Technique/Index Average Results

DAC # Disk # Read Query time Read time

(MB) accesses pages (s) (s)

R-tree 8.12 2,256 1 3.75 3.15

Bulk-loaded R-tree 9.62 4,694 1 1.99 1.40

Skip-sequential prefetch 8.12 2,256 1 2.03 1.51

Buffered prefetch (T = 32) 12.61 230 26 1.59 1.15

Buffered prefetch (T = 64) 13.85 133 50 1.49 1.03

Buffered prefetch (T = 128) 15.29 77 97 1.53 1.06

Buffered prefetch (T = 256) 17.48 45 190 1.63 1.17

Table 3 presents the average results of range query processing with sev-
eral threshold values. Read pages means the average number of pages read
by one disk access. It seems that the threshold value 64 (T=64) is the most

6It means, we select 52% of tuples inserted in the tree.
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product is matched with each combination of all values defined for individual
attributes (we use the first letter of strings in the following list of queries):

(*,*,’u’,’D’,*,’A’,*), (*,*,’u’,’D’,*,’I’,*),

(*,*,’u’,’T’,*,’A’,*), (*,*,’u’,’T’,*,’I’,*),

(*,*,’u’,’L’,*,’A’,*), (*,*,’u’,’L’,*,’I’,*),

(*,*,’n’,’D’,*,’A’,*), (*,*,’n’,’D’,*,’I’,*),

(*,*,’n’,’T’,*,’A’,*), (*,*,’n’,’T’,*,’I’,*),

(*,*,’n’,’L’,*,’A’,*), (*,*,’n’,’L’,*,’I’,*)

We see that some range queries share the same values. For example,
6 queries share the value ’ultrabook’ of the attribute subcategory. As a
result, a range query algorithm must compute many identical compare oper-
ations. Therefore, we introduce the multidimensional Cartesian range query
including more options (intervals defined by the low and high values which
can be identical in the case of point intervals) in particular dimensions.

Definition 7.1 (Cartesian range query) The Cartesian range query is
defined with a sequence of query intervals {I} for each dimension: {I1i1} ×
{I2i2} × . . . × {Idid}, where 1 ≤ ik ≤ mk, 1 ≤ k ≤ d, mk is the number of

query intervals in the dimension k. A tuple (t1, t2, . . . , td) is in the result
set if ∀i∃j : ti is in I ij.

This multiple range query can be written as: (I11 OR I12 OR . . . OR I1m1
)

AND (I21 OR I22 OR . . . OR I2m2
) AND ... AND (Id1 OR Id1 OR . . . OR Idmd

),
i.e. we can call it the boolean range query. The Cartesian range query
can be then written as a sequence of range queries so that we create range
queries for all combinations of the query intervals: (I11 , I

2
1 , . . . , I

d
1 ) is the first

range query and (I1m1
, I2m2

, . . . , Idmd
) is the last range query. The number of

queries in the sequence is: m1 × m2 × . . . × md. Let us note that we can
simply extend the definition of the Cartesian range query for MBR stored
in the index instead of tuples.

In the case of the sequential scan in an array, this query type is processed
using the boolean expression instead of a sequence of range queries, however
all tuples must be processed. Let us note that an SQL optimizer often
sets a query plan including such a scan. In this thesis, we introduce the
processing of this query type in the R-tree; this algorithm is optimal from
the IO and CPU cost point of view. Let us note we consider only range
queries with intervals in one dimension which are not intersected. Evidently,
is is appropriate to utilize the Cartesian range query instead of a sequence
of range queries if individual range queries of the sequence share more same
values. Since it is possible to compute the order of the range query in the
Cartesian range query (the order is the same as the order of a range query
in the equivalent sequence of range queries), we can distinguish result sets

21



of individual range queries if necessary. However, in this thesis we do not
distinguish results of individual range queries.

Example 7.2
Let us have the following query: ”Find all ultrabooks and netbooks of the
producers DELL, TOSHIBA or LENOVO with the processor AMD Opteron
or Intel Core I7”.

In this case, all query intervals are point intervals, and the Cartesian
range query CRQ = ({ultrabook, netbook}, {DELL, TOSHIBA, LENOVO},
{AMD Opteron, Intel Core I7}), m1 = 2, m2 = 3, m3 = 2. When this query
is processed by a sequence of range queries, it includes 2× 3× 2 = 12 range
queries.

8 Narrow Range Query Processing

In [38], authors show that especially the number of irrelevant regions is
rather high when a narrow range query is processed; the signatures meth-
ods [41] are applied for efficient processing of the narrow range query over
a point data index. Due to the fact that the R-tree is a well-known data
structure used in many DBMSs, the signature extension is applied on the
R-tree and it is called the Signature R-tree. In this thesis, we identify some
negative properties of the Signature R-tree, especially appear when various
data distributions are considered. Our new data structure, called the ESR-
tree, introduces some improvements of the Signature R-tree and, in this
way, it enables us to process the narrow range query more efficiently than
the R-tree as well as the Signature R-tree. Moreover, we show that this
access method is more robust to the curse of dimensionality. Basic ideas
of this technique have been depicted in [2] and the final article has been
submitted in a journal [5].

8.1 Signature Methods

The signature file methods have been widely advocated as the efficient ac-
cess methods to deal with many applications demanding a large volume of
textual databases, such as libraries, office information, and medical infor-
mation systems [21]. Therefore, the signature file approach has become a
well-known concept for implementing associative retrieval [20] on data files.
Recently, the use of signature files was extended to support multimedia
data, such as images, voice, and video [18]. Several dynamic signature files
have been proposed, for example the S-tree or Quick filter [57].
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together with the MBR since we need to map an array of RIDs to
the MBR. Therefore, we need a mapping F (N ,D) → R for the
DI signatures and a mapping F (N )→ R for the DD signatures,
where N is a set of node indexes, R is a set of RIDs, D =
{1, 2, . . . , d}.

(b) If signatures in individual dimensions do not fit in one page, we
have to split the signature to several parts (we call them chunks).
Consequently, we need a mapping F (N ,D, C) → R for the DI
signatures and a mapping F (N , C) → R for the DD signatures,
where C is a set of signature chunks. We must note that the
chunks including only 0-bits are not handled, i.e. the real number
of chunks is often lower than the maximum number of chunks of
a signature.

9 Experiments

9.1 Introduction

All data structures and algorithms proposed in the previous sections
have been implemented in C++ on the top of our prototype DBMS
called RadegastDB [1]. All experiments were executed on an Intel Xeon
X5670@2.93GHz, 2.0 MB L2 cache per core; 96GB of the main memory;
Windows Server 2008 x64. In all experiments, we turn off the OS’s disk
cache to prevent the OS from file caching. Several real as well as synthetic
collections have been chosen in the tests. Efficiency of range query process-
ing is measured by the number of logical (or physical) accesses, the number
of compare operations, the relevancy of nodes read, the read time, and the
query processing time.

9.2 Prefetch Techniques

In this section, we compare the performance of query processing of the R∗-
tree, the R∗-tree with the skip-sequential prefetch, and the R∗-tree with the
buffered prefetch, which is our novel technique. Two real collections have
been chosen for these tests. The first collection, titled as XML, represents
a set of paths in an XML document [37]. We selected a subset generated
from the XMark collection4 including 1,031,080 10-dimensional tuples. The
second collection, titled as TIGER5, is a standard spatial data set. We

4http://monetdb.cwi.nl/xml/
5http://www.census.gov/geo/www/tiger/
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8.3 Signature Index

A general architecture of the ESR-tree is presented in Figure 9. The sig-
nature array is a common paged array (or a heap table [14, 50]) containing
data blocks with signatures.

R R

R R R R

p p p p p p p

R R

R R

R R

p p p pp p

R R

p p p ppp

R-tree Index Conversion

Table

Signature

Array

Figure 9: An architecture of the ESR-tree

A common way how to manage values covering more data blocks is to
use a link in each block referencing the next data block. This method is
correct when we want to read a complete value. In this case, the query sig-
natures include only a few number of 1-bits and it means that it is necessary
to check only a few number of bits in node signatures. In other words, al-
though a signature can cover a high number of data blocks, during a query
is processed, we need to read only a few number of blocks. As a result,
our physical design does not use the linked blocks, we utilize a conversion
table mapping signatures to MBRs. To minimize accesses to blocks of the
signature array we distinguish more types of keys of the conversion table
(in the extreme case, the conversion table is not used):

1. A signature is stored together with its MBR. It is usable only if the
signature is short compared to the tuple size, since it rapidly decreases
the capacity of nodes. We must keep in mind that if the signature size
is the same as the tuple size then the capacity is 1/2 of the capac-
ity without signatures. Let us note that only this physical design is
introduced in the original work [38].

2. A signature is stored in the signature array and each item of an inner
node includes an MBR together with a pointer (RID) to its signature.
It is usable in the case of longer signatures. Each MBR is identified by
the node index of its child node in a tree, therefore we use node indices
instead of MBR in the following text. We consider the following issues:

(a) If the signature does not fit in one page but the signatures for
individual dimensions fit in one page then the RID is not stored

26

The signature file [41] is an abstraction which acts as a filtering mecha-
nism to reduce the number of page accesses and the query processing time
over a collection of records. The signature files typically use the superimpos-
ing technique in order to create a record signature [24]. When we assume
that a record consists of m items, each item is converted into a bit-string,
called the signature, using a hash function. The record signature is formed
by superimposing (inclusive ORing) the m item signatures. A query sig-
nature is created in the same way as the record signature. The number of
1-bits in a signature S is called Weight W (S). If the query signature SQ

includes 1-bits at the same positions as the record signature S, the record
is considered as a potential match. In other words, S AND SQ = SQ for a
potential match.

8.2 Multidimensional Signatures

8.2.1 Dimension Independent Signature

In the case of tuples in a multidimensional space, we define the Dimension
Independent signature (further only the DI signature) [38].

Definition 8.1 (Dimension Independent Signature) Let Ω = D1 ×
D2 × . . . × Dd be a d-dimensional discrete vector space, where Dj is an
integer domain. Let us take a set of m tuples T 1, T 2, . . . , Tm, where
T i = (t1, t2, . . . , td), T i ∈ Ω, T i

j = tj ∈ Dj, 1 ≤ i ≤ m, 1 ≤ j ≤ d.
Let F be a hash function building a signature sj to a tuple value of Dj:
{0, 1}|Dj | → {0, 1}L(sj), where L(sj) is the bit-length of sj, 1 ≤ j ≤ d. Then
the dimension independent signature is defined S(T 1, T 2, . . . , Tm) =
(s1, s2, . . . , sd), where sj = (F (T 1

j) OR . . .OR F (Tm
j), 1 ≤ j ≤ d.

Each tuple of a multidimensional space is described by the DI signature
– a tuple signature. Consequently, a region signature is then created by
superimposing the m signatures of all tuples in the region (an MBR). We
detect the absence of relevant tuples (tuples matched by a query rectangle)
by a comparison of 1-bits in a query signature with the region signature
during range query processing. A range query is processed using the DI
signature as it follows:

Let us take a range query defined by two points of a d-dimensional space
QL = (ql1, . . . , qld) and QH = (qh1, . . . , qhd). The signature of the query
rectangle Sqr = (sqr1, . . . , sqrd) is created for each narrow dimension. Let
us take the DI signature S = (s1, . . . , sd) of the region containing tuples
T 1, T 2, . . . , Tm. A region is considered as relevant iff sqrj AND sj = sqrj for
each narrow dimension.
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Example 8.1
Let us take the tuples (4, 1), (4, 4), and (7, 6). These tuples define a region
bounded by tuples (4, 1) and (7, 6). Let us consider signatures of the bit-
length 4 and the hash function F (x) = x mod bit-length (evidently, the bit-
length is not a prime number). In this case, the DI signature includes two
signatures (i.e. one for each dimension), where the first signature contains
1-bits for the values 4 and 7 (i.e. the signature is 1001) and the second
signature contains 1-bits for the values 1, 4, and 6 (i.e. the signature is
1110). Let us process the range query (1, 3) : (5, 3) leading to the MBR false
hit. In the case of the DI signature, the signature for each point attribute of
the query is created (the signature is created only for the second dimension
in this case): the signature includes only one 1-bit for the value 3 (i.e. the
query signature is 0001). Since 1110 AND 0001 ̸= 0001, the region (all tuples)
is not relevant to the query (see Figure 8).

tuple signature  (0100)

query signature (0001)

T2

T1

T3

tuple signature  (1000)

tuple signature  (0010)

  tuple signatures

(1000)          (0001)

Figure 8: An example of a filtration by a DI signature

Example 8.2
Let us have a region including tuples (2, 2) and (4, 4). Let us describe
the region by a DI signature of the bit-length 4 bits and the hash function
F (x) = x mod bit-length. The DI signature then includes two signatures
(i.e. one for each dimension), where the both signatures contain 1-bits for
the values 2 and 4 (i.e. the signatures are 0101). Let us process the point
query (2,4). The signature for each point attribute of the query is created as
it follows: the signature includes 1-bits for the values 2 and 4 (i.e. the query
signature is 0101). Since 0101 AND 0101 = 0101, the region is considered
relevant to the query.

We call this issue the dimension independency false hit. Evidently, we
need a relationship between signatures created to individual dimensions.
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Let us note that the probability of such a false hit is higher especially for
data with small attribute domains. For this purpose we define the dimension
dependent signature in the following section.

8.2.2 Dimension Dependent Signature

The Dimension Dependent signature (further only the DD signature) de-
scribes tuples, where the dependency of tuple values for individual dimen-
sions is preserved. Since we combine two or more tuple values, we must
create the signature for each requested combination of narrow attributes in
a query. Each combination is defined by a query mask, i.e. a bit-string,
where 1-bit represents a narrow attribute and 0-bit represents a general
interval attribute.

Definition 8.2 (Dimension Dependent Signature for a range query)
Let Ω = D1×D2× . . .×Dd be a d-dimensional discrete vector space, where
Dj is an integer domain, max(Dj) = |Dj| − 1, and RQ is a range query.
Let us take a set of m tuples T 1, T 2, . . . , Tm, where T i = (t1, t2, . . . , td),
T i ∈ Ω, T i

j = tj ∈ Dj, 1 ≤ i ≤ m, 1 ≤ j ≤ d. Let M be the query mask
of RQ: {0, 1}n, where Mj = 1 for a narrow attribute, otherwise Mj = 0,
1 ≤ j ≤ n. Let F be a hash function creating a signature S to a tuple:

{0, 1}

d

j=1

|Dj |
j

→ {0, 1}L(S), where L(S) is the signature bit-length. Then the
dimension dependent signature S(T 1, T 2, . . . , Tm) = F (V 1) OR . . .OR

F (V m), where V i =
d

j=1

T i
j × |Dj|

j ×Mj.

Example 8.3
Let us take a region including tuples (2,2) and (4,4) in Example 8.2,
Ω = 50 × 50. Let us process the point query (2,4). In the case of the DI
signature, the region is considered as relevant since the signature of the
region includes 1-bits for values 2 and 4 in both dimensions. In the case
of the DD signature, a signature is created for a range query defined by
the mask (1,1). Let us consider signatures of the bit-length 8 and a hash
function F (x) = x mod bit-length. The DD signature then includes 1-bits
for values 102 (2 × 500 + 2 × 501 = 102) and 204 (4 × 500 + 4 × 501 =
204), i.e. the node signature is 01010000. The query signature is created in
the same way and it includes one 1-bit for the value 202 (2 × 500 + 4 × 501

= 202), i.e. the query signature is 00000100. Since 01010000 AND 00000100
̸= 00000100, the region (all tuples) is not relevant to the query.
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