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ABSTRACT Internet users may be asked to manually provide their contact details, including city or full
postal address. Examples include use of trial/free applications and services, filling out on-line surveys and
petitions, and membership registration to loyalty programs. Many users may provide their correct location,
whereas others may submit inaccurate data. The provided locations are used for geo-analytical purposes,
including the interpretation of survey results, online content personalization, and targeted marketing. In this
paper, we analyze differences in user behavior when they provide their location. We work with two data
sets of user-submitted locations. These data sets differ in how the locations were submitted: voluntary by
purpose-aware users without being asked to or by requesting it from common Internet users. The locations
from the purpose-aware users were about 2.5×more accurate than from the other users. We also present data
for selected countries. The best result was found for the users in the USA with a median error of 44 km (the
difference between the correct and user-submitted location). The results also show different user behavior
that depends on the place from which they provide their location. The locations submitted from home were
1.5× more accurate than from the office.

INDEX TERMS User location, Internet geography, IP address, RIPE atlas.

I. INTRODUCTION
Internet users may be asked to manually provide their contact
details, for example to access free on-line services or during
a registration procedure to loyalty programs, such as those
based on shopping cards. This location request commonly
includes the user city or full postal address. It is also com-
mon that users agree to provide the correct data. However,
although users sometimes provide correct locations, some-
times they are inaccurate. The reasons for providing inac-
curate locations are mainly driven by privacy concerns as
many users simply do not want to reveal their private data
including postal address. The locations provided by users are
stored under a specific agreement that defines the level of
data protection and user privacy, such as the General Data
Protection Regulation (GDPR) that came into effect in the
EU in 2018. The user location data are further processed
for various purposes. Common purposes include targeted
marketing, content personalization, and interpreting survey
results.

Literature surveys, such as [1], show a significant number
of papers dealing with locations of users. The majority of

them deal with the locations provided by user devices auto-
matically via in-built GPS or other positioning technology,
such as WiFi triangulation. Unlike these scenarios in which
locations are obtained automatically, our work addresses the
limited knowledge about locations that users report manually
(based on our review of the literature). The reason for the
limited knowledge in this area is that we cannot simply ask a
user about the error of the manually provided location and,
also, we do not know anyway if the provided location is
correct or incorrect.

We use a method to obtain such information about
user-submitted locations. The method is based on three
free resources. The first resource is a dataset of the cor-
rect locations (referred to as the groundtruth) while other
two are datasets of locations submitted by users. The
user-submitted location datasets are derived from two IP
geolocation databases. These datasets differ in the way how
users submitted their location to each database. The first
database consists of locations submitted by regular web
users who were asked by the visiting site to provide their
address. The second database consists of locations entered by
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‘technically-minded’ users voluntary without being asked to.
These two types of user-submitted locations are analyzed
for their differences. We focus on the global scope and also
analyze the results for selected countries.

The steps to produce the results presented in the paper
are the following. We first processed the groundtruth dataset.
The processed data were accurate geographical locations, IP
addresses, and other device information. The details of the
groundtruth dataset processing are described in Section III.
Next we extracted the relevant information from the two
geolocation databases. We formed two datasets of user-
submitted locations paired to the groundtruth dataset as
described in Section IV. The obtained data analysis is pro-
vided in Section V. Finally, we summarize the limitations of
the method in Section VI.

All the data used in this paper are publicly avail-
able or were obtained within the free allowed limits of service
requests. The groundtruth dataset came from the RIPE NCC
Atlas atlas.ripe.net. The used IP geolocation databases were
Geobytes geobytes.com and HostIP www.hostip.info. All the
used software (data collection, data processing, geographical
analysis) was written in Python.

II. RELATED WORK
There are many techniques for the identification of a user’s
location when general devices are considered (i.e. not only
the devices with GPS or other positioning technology). These
are based on using cookies [2], fonts [3], browser cache
memory [4], cascading style sheets [5], and other device-
independent methods. On the other hand, a broad spectrum
of obfuscation and anonymisation mechanisms are used for
masking a user’s location [6]–[10]. Some dedicated soft-
ware tools, such as Tor Browser, can be used for this
purpose [11].

Some users report their location intentionally, either man-
ually or automatically via their mobile device with GPS.
The reasons for manual location reports without any request
is to build-up social credit and reputation [12]. Such loca-
tions are typically shared in one-to-many fashion on social
networks.

The requestedmanually submitted locations include errors,
which can be much larger than the errors of the locations
reported automatically by a device. The users may submit
inaccurate locations because of privacy concerns. The users
are also generally aware of the value of their privacy, as sum-
marized in [1]. A particular study about privacy was pub-
lished in [13] where a set of respondents from the UK was
asked in an on-line survey about the price for their location
data. The survey presented information and questions about a
fictitious (not real) future study. The fiction was implemented
by telling the participants about an offer to be involved in a
next study that would cover their location collection and pro-
cessing. The respondents were asked about the compensation,
in a form of a price bid, for which they would be willing to
share their location. Their location would be obtained auto-
matically using a mobile device. They were also informed

about the use of their location data by third parties. An auction
technique was announced to find the minimum compensation
for their location sharing. In total, 277 university students
were invited to participate and 111 of them actually logged-in
to receive the survey details. The initial bids without revealing
the use of the provided locations were in the range of a maxi-
mum of £400, with a median of 10, and a mean of 27.4. These
numbers were for 74 students who actually bid the price for
compensation. After commercial use was revealed, the num-
ber of the logged-in respondents dropped to 53 participants;
31 respondents agreed to participate for the same bid price,
16 revised their bids, and 6 did not reply for this change. The
revised bids had amaximum of £300, median of 20, andmean
of 32.8 (i.e. £10 increase in the median). The compensation
prices were bid for one-moth 24-hour location sharing. The
authors also noted that the students, in general, have lower
privacy concerns (including their location sharing) than the
rest of the population. Therefore, the results probably showed
the minimum prices.

A subsequent study about the compensation price for
unveiling private locations was published in [14]. Again,
an auction technique was used to estimate the minimum
cost of private location data. The users bid the price for
which they would be willing to share their location in a
fictitious study, which was announced to be carried out in
one-month and one-year spans. The locations would be pro-
vided automatically from mobile devices. The study was
again implemented as a web page with a questionnaire. Over
1200 participants from 5 European countries took part in this
survey: Belgium (37), Czech Republic (744), Germany (251),
Greece (30), and Slovak republic (152). The following price
values were recalculated by a country-specific coefficient set
as the ratio of average income and price level in a country.
There were three scenarios investigated. The first scenario
was one-month location sharing with the data used only for
academic purposes. The median values for the countries were
from approx. 10 to 100 e. Belgium respondents bid the
lowest median price, the Slovaks highest. The maximum bid
prices were from 100 to 450 e (excluding outliers), again
the lowest maximum was for Belgium respondents, highest
maximum for the Slovaks. The second scenario, one-month
tracking and locations used for commercial purposes, had a
similar order of countries with the median increase to approx.
50 e for the Belgians and 200 e for the Slovaks. The lowest
maximum value of 200 e (outliers excluded) was again for
the Belgians (i.e about the median price for the Slovaks).
The third scenario, one-year tracking and commercial use of
locations, showed again an increase in the bid prices. Here,
the Czech respondents bid the lowest median value of approx
100 e. Highest bid median price was again for the Slovaks
of a value close to 1000 e. We excluded Greece in this
country comparison as therewas a low number of respondents
and the values were ‘out of the range’ compared to other
countries (much higher). The bid prices for all the participants
regardless of their country had a median of approx. 50 e for
one-month tracking and academic use, 100 e for one-month
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and commercial use, and a value close to 200 e for one-year
and commercial use.

User locations are also manually provided without a
request or specific reason. An example is location posting on
social networks where users share personal data for various
reasons, such as to increase their social credit. In [12] the dif-
ference between ‘purpose-driven’ and ‘social-driven’ manual
location sharing was investigated. The study was carried out
for two weeks with nine participants. The participants were
compensated for taking part in the study. They were given
mobile phones with GPS and WiFi triangulation to obtain
their true locations. In total, 98 unique significant places
were collected from approx. 30,000 locations. In terms of
the provided geographical place names (i.e. not personally
named, such as ‘my home/office’), which are relevant to
this paper, there was no significant difference between the
purpose and social driven manually posted locations – 31 and
22 % respectively.

The closest found work to the interests of our research
is a study by the US Census Bureau [15] dealing with
accuracy of manually provided locations by users from the
USA. The accuracy was evaluated as a part of research to
verify whether user-submitted locations could be used for
census data processing, particularly to confirm an address’s
existence and location. The survey was carried out for two
weeks. 2,000 users were selected from the US Census Bureau
volunteer pool and invited to fill-in an on-line questionnaire.
One of the questionswas about the user location in the form of
residential address. The invited users previously agreed to be
contacted for the purpose of census studies. Out of this large
number, 301 users actually filled-in the questionnaire. The
users were asked to fill-in the questions at home and on their
mobile device with GPS turned on. A request for coordinates
sharing (obtained from the mobile device) was included in
the questionnaire. The order of questions (including the ques-
tion about user location and device location-sharing request)
varied to study their relative-order effect. The prerequisite to
begin at home at the time of answering the questionnaire was
fulfilled by 157 respondents. The coordinates were collected
for 52 respondents from the previous set. The following
data about location accuracy (difference of user-provided and
correct location) are therefore for these 52 respondents. The
location accuracy was expressed as ‘exact match’ (average
size of home), ‘same block’, ‘adjacent block’, ‘close by’, and
‘not close at all’. No values of error distances in kilometers
were given. The results were that 86.5 % of the locations
(correct and user-submitted) had an accuracy up to the block-
level resolution. The value of ‘not close at all’ was found
for 13.5 % of the locations. Another relevant result was that
the relative position of the location-related questions in the
survey matters. Placing the question about the user address
and the request for sharing the device location at the end was
more efficient in the positive replies than when placed at the
beginning (26 % for beginning and 41 % for end). The initial
break-offs also decreased with the placement towards the end
of the survey.

FIGURE 1. Map of groundtruth with majority distribution in Europe and
USA (map background by Mapbox/OpenMapTiles).

III. PROCESSING RIPE ATLAS DATA
The groundtruth of correct locations was created by extract-
ing data from RIPE Atlas. It is a large set of probes dis-
tributed worldwide that are used for Internet measurements.
For our purpose, we explored the metadata publicly avail-
able for the probes. This data in a form of text files are
downloadable at ftp.ripe.net/ripe/atlas/probes/archive/2018/.
The metadata provide information including IP address and
latitude/longitude for each probe. The coordinates of each
probe are shifted to up to one kilometer away from the cor-
rect location for privacy reasons. However, for our analysis
of user-submitted locations, an uncertainty of one kilome-
ter is negligible. Other probe metadata used were country
code, status, and tags. The status indicates the operating
state of a probe and can have four values ‘connected’, ‘dis-
connected’, ‘abandoned’, and ‘never connected’. The tags
are divided in user-set and system-set. The system-set tags
describe the probe network configuration, connectivity, and
stability. These tags are associated automatically. The user-
set tags are specified by probe maintainers and are used for
additional probe description. These tags include keywords
such as office, home, academic, cable, and fiber. The purpose
of the tags (both system-set and user-set) is to allow cus-
tomized measurements with probes meeting specific criteria
included [16].

We processed the probe metadata to exclude invalid infor-
mation such as unknown IP address or location. Inactive
probes with old (not maintained) data were also excluded.
Out of a total of 25,357 probes, 9,809 of them had valid
metadata. Fig. 1 shows the world distribution of the valid
probes used as the groundtruth. The figure shows that
the majority of the probes was in Europe and the USA.
The top five countries with valid groundtruth probes were
Germany (1238), USA (1065), France (778), Great
Britain (572), and Netherlands (491). We also considered to
use two user-set tags, home (2681) and office (576), to study
the influence of the place type from where the location was
manually submitted.

IV. PROCESSING USER-SUBMITTED DATA
Two datasets of user-submitted locations were cre-
ated by extracting data from IP geolocation databases.
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These databases are used to locate Internet devices using their
IP addresses [17]. A geolocation database is structured into
blocks of adjacent IP addresses with a geographical location
stored for each block. The blocks may vary in size. The loca-
tions associated with the blocks come from different sources.
These commonly are the IANA IP address space registry,
monitoring and analyzing Internet traffic, datamining web
pages for postal addresses, and using mobile IP devices with
GPS to report their current location [18], [19].

The databases used to create the datasets of user-submitted
locations were Geobytes www.geobytes.com and HostIP
www.hostip.info. These databases are filled with locations
manually submitted by users. The database HostIP accepts
user-submitted locations for individual IP addresses or for
the block of addresses at www.hostip.info/bulk/index.html.
A web page of the database states ‘Hostip.info is a warehouse
for user submitted IP Geolocation data’. There is no access
limit for this database. The Geobytes database stores loca-
tions submitted by users who are asked for their details by the
sites they visit. Locations are pairedwith the public IP address
of the user’s device and associated with the corresponding
block of IP addresses. It is stated on the Geobytes website that
no cookies are used for filling the database and the locations
are entered only on a voluntary basis. Also, it notes that
the WHOIS (IANA space registry data) records are not used
(geobytes.com/faq/). There is a 16,000 look-up limit per hour
for free access.

The two datasets of user-submitted locations were col-
lected as follows:

• The first dataset was extracted from the HostIP
database. The locations were submitted by individual
users or users representing ISPs who are ‘technically-
minded’ and know the purpose of the provided locations.
The database front page (www.hostip.info/) clearly indi-
cates that the locations are used to fill a geolocation
database: ‘Hostip.info is a community-based project
to geolocate IP addresses, making the database freely
available (see below) but it needs you to put in your city
to make it work.’. We refer to these users as ‘purpose-
aware users’.

• The second dataset was extracted from the Geobytes
database. The locations are collected by asking users
to submit location details whereas their objective is
different – to visit a web page. The Geobytes website
states ‘All of these sites ask the web surfer to provide
their geographic location, and this location along with
the user’s IP Address is forwarded to us as seed data’
geobytes.com/faq/. We refer to these users as ‘regular
users’.

To collect the datasets of user-submitted locations, we iter-
ated over the groundtruth probes and accessed the databases
for their locations. For both databases we used their geolo-
cation API provided for remote access. Table 1 shows a
sample result and the specific API URLs used to access each
database. In this example, the groundtruth IP address was
92.5.225.255 – the address of the RIPE Atlas probe that

TABLE 1. Example location results from geolocation databases for RIPE
Atlas probe with IP address 92.5.225.255, correct location in London.

was located in London. The result was two different cities:
Birmingham and Manchester.

TABLE 2. Returned locations from geolocation databases for groundtruth
(9,809 items).

There was a difference between the databases in terms of
returned location type. Table 2 shows that Geobytes returned
the same number of location types (country, region, city,
coordinates) for 99 % of the groundtruth. However, HostIP
returned different numbers and did not return regions. The
number of returned coordinates was about 21 %. Fig. 2 com-
pares the distribution of the returned locations (in the form of
coordinates) for the groundtruth. Geobytes had a significantly
larger number of returned locations in Europe and the USA.

FIGURE 2. Density comparison of location results (type coordinates) for
groundtruth from Geobytes (green) and HostIP (blue).

We also evaluated the difference between the user-
submitted locations in specific countries (we show later there
is a difference between them). We focused on top five coun-
tries with the highest number of returned locations from the
databases as shown in Table 3.

TABLE 3. Returned locations (type coordinates) from geolocation
databases for groundtruth in top five countries.

The databases may combine multiple user-submitted loca-
tions for IP address blocks to improve their accuracy. There-
fore, the difference between the location of groundtruth probe
and the location obtained from a database for this probe
does not show the exact distance error for a user-submitted
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FIGURE 3. Sample large differences in locations of groundtruth probes
and locations obtained from geolocation databases. Number of records
was reduced for clearer view. Red markers – groundtruth, green markers
and lines – Geobytes, blue markers and lines – HostIP (map background
by Mapbox/OpenMapTiles).

location, but rather an approximate estimation. However,
despite that multiple locationsmay be combined for a specific
block of addresses, there are still very large errors inside a
country or even across countries. Fig. 3 shows a selection of
such large errors in the USA as lines between the markers.
We specifically discuss this in Section VI.

V. ANALYSIS
In this section we present the differences in user-submitted
locations based on the data described in the previous
sections.

FIGURE 4. Distance errors for locations submitted by regular and
purpose-aware users.

The first difference found was in the accuracy of submitted
locations by regular users and purpose-aware users. The dis-
tance error was calculated against the groundtruth using the
geodesic distance [20] that finds the shortest distance based
on the WGS-84 ellipsoidal Earth model. The distance calcu-
lation was implemented using the Python geocoding module
Geopy. The result in a form of distance error histogram is
shown in Fig. 4. The purpose-aware users submitted locations
with a much lower error in the whole range of distances (the
plotted range was reduced to 800 km for a clearer overview).
The median error was only 89 km for purpose-aware users
whereas 231 km for regular users (for the medians, the whole

range of error distances was included). This shows that the
data from purpose-aware users were about 2.5× more accu-
rate than from the other users.

There were also differences between the locations submit-
ted by users in different countries. We specifically compared
the data for five top countries covered in the groundtruth.
Table 3 shows the number of located groundtruth probes in
each country. In this analysis we used only the locations
submitted by regular users and compared the data relatively.
Fig. 5 shows the result in a form of kernel density estimation
for error distances in countries. Most credible location data
came from users in the USA, followed by users from the
Netherlands.

FIGURE 5. Density error estimation for locations submitted by regular
users in countries.

FIGURE 6. Quartiles of distance errors for locations submitted by regular
users in countries.

The specific values of distance errors for locations submit-
ted by regular users are shown in Fig. 6. The median values
were from 44 km for the USA to 391 km for France. We may
consider the Netherlands with a median error of 76 km to
be an exception as the first and third quartiles are very close
(31 and 170 km) due to the size of the country. Also, the max-
imum error value for the Netherlands (excluding outliers)
indicates only a few cross-country errors. These results may
suggest that the locations submitted by users in the USA are
more trustworthy than data from European users. The largest
difference was between users in the USA and France.
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The last major difference found in the data analyzed was
the type of place from where the locations were submit-
ted. We identified the place type using the user-set tags
for the RIPE Atlas probes. A prerequisite was to use data
only from regular users as their submitted locations were
paired to the devices used to visit the web pages. We also
assumed that devices within the same block of addresses
share the same place type. Our assumption comes from the
common IP space allocation strategy by ISPs, which allo-
cate the same blocks of addresses for commercial customers
(office users) and same blocks for individual subscribers
(home users). Such allocation practice allows easier man-
agement and policy implementation. This assumption derives
in our analysis that a RIPE probe and submitter device in
the same address block share the same place type. Fig. 7
shows the relative difference between locations submitted
by users from home and office. The result is that locations
submitted from home were more accurate. The median error
for locations submitted from home was 176 kmwhereas from
office 269 km.

FIGURE 7. Density error estimation for locations submitted by regular
users from home and office.

VI. LIMITATIONS
For a proper interpretation of the results, these points need to
be particularly considered.

i) In Section III, we processed the metadata of RIPE
Atlas probes to obtain the groundtruth of correct loca-
tions. Out of 25,357 probe records, we only used 9,809.
Our consideration was which probes to include. We ini-
tially obtained these probe numbers and statuses: connected
(10,479), disconnected (1,466), abandoned (10,069), and
never connected (3,343). After filtering out the probes with
unknown IP address and geographical location, the numbers
in each status category changed to connected (8,684), discon-
nected (1,125), abandoned (6,019), and never connected (0).
This selection completely removed never connected probes.
Next we considered the inclusion of the disconnected and
abandoned probes with set IP addresses and coordinates.
We found a difference between these statuses that discon-
nected probeswere only temporarily not connected. This state
holds for 90 days and then the probe status is changed to

abandoned [21]. Including the disconnected probes means a
risk of an IP address changing during this period of 90 days.
We assumed that IP addresses change very rarely during
such periods and decided to include 1,125 probes to have
a larger groundtruth. We did not include 6,019 abandoned
probes.

ii) In Section IV, two datasets of user-submitted loca-
tions were collected. The data came from IP geolocation
databases that introduce an error in the user-submitted loca-
tions. The databases organize IP addresses into blocks and
assign a single location for each block. As there are more
IP addresses in each block, multiple submitted locations for
these IP addresses (or even for a single IP address) may be
used to derive the location of the block. This means that the
actual distance errors for user-submitted locations may be
different, probably higher than the presented values. Taking
this location processing by the databases into account, we pri-
marily used kernel density estimations to show the relative
differences between regular and purpose-aware users and also
between the countries.

iii) In section V, the accuracy of locations submitted by
users from home and office was compared (figure 7). The
home/office type of place could not be accurately known.
The results are therefore based on an assumption that devices
within the same block of IP addresses share the same place
type. The home/office type of placewas identified by the user-
set tags for the RIPE Atlas probes. The data from regular
users were only considered as their submitted locations were
paired to their devices. Our assumption that devices from
the same IP block share the same place type comes from a
common practice of ISPs, as they differentiate between indi-
vidual subscribers (home users) and organization customers
(office users). This practice allows easier management and
policy implementation. Therefore, ISPs commonly allocate
IP addresses from a same block to the same type of customer
(individual vs. organization).

iv) In section V, table 2 shows large differences in the
number of returned locations from IP geolocation databases.
Considering the data available, we were limited in the com-
parison of regular and purpose-aware users. We compared
locations submitted by these users only globally and did not
perform a particular evaluation in specific countries. There-
fore, figures 5 to 7 present the country comparison for regular
users.

VII. CONCLUSION
The paper dealt with locations that are provided manually by
Internet users. The reasons why users submit inaccurate loca-
tion data may be privacy and anonymity concerns. Users are
commonly asked for their addresses when accessing free/trial
services or registering to loyalty programmes.

We personally do not claim that these locations should be
accurate or inaccurate. In our opinion this depends on each
user’s attitude and mainly on the purpose of such locations.
We believe that provision of accurate locations may breach
user privacy, for example in a form of place-customized
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advertisements that one may not like as ‘being tracked
by adverts’. On the other hand, users should be accurate
when their manually provided locations are used for non-
marketing purposes, such as for the general public profit and
urban planning. The users’ attitude to the accuracy of their
provided locations also indirectly depends on the law regu-
lations dealing with personal data usage and storage, such as
GDPR that came into effect in the EU in 2018.

We presented a method that processes three large datasets
to analyze the value of user-submitted locations. Thousands
of location data were reached this way. Our data indirectly
confirms some findings of the previous work. Considering
the accuracy of submitted locations from different type of
place (home/office), users tend to provide more accurate
locations from home with a median difference of 93 km.
A study by the US Census Bureau found that 87 % of the
user-submitted locations were accurate in the block-level
range. These locations were submitted from home. Our data
showed a median error of 176 km for users in all countries
submitting the locations from home. These numbers indi-
cate that users in the USA tend to provide more accurate
locations than users in other countries studied (based on the
samples considered). This is also indicated by our comparison
of the selected countries for regular users where the USA
had the lowest median error. We note that our observation
was for the regular users and the data by US Census were
presented for the purpose-aware users as the respondents
knew the purpose of the provided locations. In our observa-
tion, the purpose-aware users provided more accurate loca-
tions with a median error difference of 142 km to regular
users.

It would be beneficial to compare the data presented in
this paper with a large set of genuine manually-submitted
locations. This could be carried out by an on-line survey.
The issue of obtaining the user-submitted locations, and
at the same time, the correct user location (for example,
by asking users to fill-in a survey on a mobile phone with
GPS coordinates with sharing allowed) limited the amount
of useful data in the related work. To bypass this issue,
we plan a large on-line survey carried out at several univer-
sities in different countries. The survey would be posted as
part of e-learning materials for students of selected courses.
The survey would be filled-in only from the university
premises (that is, the correct location) by setting the allowed
range of IP addresses of the user’s device. Possible multiple
records submitted by a single respondent would be elimi-
nated by using the student credentials to log-in to the course
e-learning materials. Several scenarios would be simulated
of users manually providing their location, including city and
postal address. By applying methods from social psychology,
the questionnaire would be set up to conceal from the students
the real purpose of the survey; that is to evaluate accuracy
of their submitted locations. The scenarios to be simulated
would be registration for free-to-use on-line services and
loyalty programmes. These would be implemented similarly
to [13] and [14].

The data used in this work are available from the authors
for a comparison. The data include i) groundtruth dataset –
used RIPEAtlas probes per country (9,809 probes – including
correct coordinates, IP addresses and user-set tags), ii) loca-
tion data per country returned from Geobytes (9,700 items –
including coordinates and IP addresses), and ii) location data
per country returned from HostIP (2,070 items – including
coordinates and IP addresses).
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