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Wisdom comes from experience. Experience is often a result of lack of
wisdom.

— Terry Pratchett

The first step is to establish that something is possible; then
probability will occur.

— Elon Musk



A B S T R A C T

Complexity of modern supercomputers is rising steadily, especially
with the introduction of heterogenous and distributed computing
resources. This complexity also affects the available parallel program-
ming models. This work focuses on this issue in the context of the
Monte Carlo method.

In this work we propose two applications of the Monte Carlo
method. The first one comes from the field of hydrology where it
is used to model uncertainty in the Rainfall-Runoff models. This result
can improve the decision making process of the local governments in
case of an incoming flood. This application is run on a high perfor-
mance computing infrastructure which allows fast delivery of precise
results. The method is integrated in a custom simulation framework
optimized for parallel execution. Its outputs are integrated in an web-
based interface provided by the Floreon+ system for easy access. The
outputs enhance the prediction of a water discharge and inundation
areas by introducing confidence intervals to their output.

The second application comes from the field of traffic navigation and
optimization. The Monte Carlo method is used to estimate travel time
distribution on a given path using the Probabilistic Time-Dependent
Routing algorithm. This application is integrated in an experimental
on-line server side traffic navigation service which can be used to
optimize traffic in the context of future Smart cities. The optimized
version of this algorithm allows the service to provide optimal routes
to a large number of cars driving through a given region.

For both applications we document their design, implementation,
optimization and deployment on a high performance computing
infrastructure. Computational and performance experiments were
executed with both applications, their results are presented in the
corresponding chapters.
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1
M O T I VAT I O N A N D O B J E C T I V E S

Popularity of Monte Carlo (MC) based methods has been growing
steadily since their introduction in the 1930s. First applications were
from the field of particle physics and were used during the Manhat-
tan project in Los Alamos. These were intended to be executed on
computers which had negligible computing capabilities compared
to modern high performance machines. With the onset of personal
computers, supercomputers and overall rapid development in this
area, the Monte Carlo method spread to many other fields. Beside tra-
ditional particle physics it can be found for example in computational
chemistry, engineering, earth sciences and also in finance. It became a
very popular due its simplicity and inherent potential for scalability. It
is even used in cases where analytical or numeric solution is feasible.
Thanks to these properties it is well established in the High Performance
Computing (HPC) community.

On current memory distributed computing clusters specialized
hardware accelerators are often providing the bulk of the computing
power in a combination with traditional CPUs. There are for exam-
ple GPGPUs or Intel Xeon Phi accelerators with their own niches,
tools and programming models. On the other side there is special
hardware used to accelerate machine learning tasks and similar while
all this hardware is connected by a high bandwidth network which
can be utilized by a Message Passing Interface. Therefore, creating an
efficient implementation for such a combination of resources is often a
tedious and ineffective task as it requires specialized knowledge of the
target processor architecture as well as domain of the implemented
algorithm.

According to Dirk P. Kroese [41, 42], widespread application of
the method has uncovered several open problems. One of them is
varying efficiency of parallel implementations of the current state of
the art algorithms. This is especially true while porting legacy code
which has been parallelized only partially to work on a single compute
node or even on a single core. Complexity of emerging computing
platforms is reaching new heights, especially with the introduction of
heterogeneous computing hardware. Running legacy code on these
new machines can be a very tedious task without help of a proper
programming model. Goal of this work is to provide an insight into
implementation process of three MC applications and to provide a
summary of precautions that have to be taken when porting a MC
application to modern heterogeneous HPC infrastructure.

2



1.1 thesis objectives 3

This work focuses on addressing several of the problems suggested
by Kroese by documenting the design and implementation of two
Monte Carlo applications. Both applications are optimized and de-
ployed on a HPC infrastructure. The first application comes from the
hydrology field where it is used to model uncertainty in Rainfall-
Runoff models. The second application is an approximation of the
stochastic routing problem, which is increasingly relevant in traffic
optimization in the context of future Smart cities.

1.1 thesis objectives

The main objective of this thesis is to describe design, implementation
and deployment on HPC infrastructure of the following Monte Carlo
applications:

• Uncertainty modelling in Rainfall-Runoff models

• Probabilistic Time-Dependent Routing

objectives summary

• Provide a historical overview of HPC hardware evolution along
with future outlook

• Describe important architectural features of modern computing
hardware along with common performance metrics

• Survey current parallel programming models with emphasis on
heterogeneity

• Design and implement a MC based uncertainty modelling method
for Rainfall-Runoff models

• Implement and optimize the Probabilistic Time-Dependent rout-
ing algorithm for HPC infrastructure

• Perform computational and performance experiments for both
applications

1.2 thesis structure

This doctoral thesis is divided into the following chapters. Chap-
ter 1 provides introduction, motivation and summary of the thesis
objectives. Description of the Monte Carlo method and underlying
statistical theory is provided in Chapter 2. Description of a random
variable, probability distributions and also brief summary of pseudo-
random number generation is provided there. The following Chapter
3 describes taxonomy of computing systems with focus on the HPC
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field, provides historical evolution of supercomputer and summary of
heterogeneous parallel programming models.

The next chapters describe the individual Monte Carlo applications.
Chapter 6 describes uncertainty modelling in Rainfall-Runoff models.
Introduction in the domain is provided, along with description of the
Rainfall-Runoff process modelling and possible sources of uncertainty.
MC based model of uncertainty is described along with accompany-
ing statistical analysis which provided the probability distributions
used to model the uncertainty. Parallel programming model used to
implement the simulation framework is discussed. Computational
experiments performed on a HPC cluster including scalability are also
provided in this chapter. The developed simulation framework was
used as a use-case application in the HARPA FP7 project and was
published in a journal with impact factor [26] and several conference
proceedings [43, 57–62, 82, 83].

Chapter 7 describes the MC based Probabilistic Time-Dependent Rout-
ing (PTDR) algorithm. Introduction in the domain of stochastic routing
problem is provided along with an overview of different approaches
available to solve the problem. A MC based approximation is formally
described there. Parallel implementation of the algorithm integrated
to an experimental server-side routing service is discussed. Compu-
tational results obtained on the host CPUs and Intel Xeon Phi accel-
erators and validation of the approach are provided. This work has
been used as a use-case application in the ANTAREX H2020 project,
the obtained results are also discussed there. Work in this chapter has
been published at several conferences [28–30, 46] and published in an
impacted journal [85].

The last Chapter 8 provides discussion of the results, an outline of
the dissertation and future work.
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2
M O N T E C A R L O

This chapter provides the description of the Monte Carlo method along
with the necessary statistical primer. A formal definition of probability,
random variable and its properties is provided. The subject of random
number generation in computers is also briefly discussed.

2.1 random variables and probability distributions

Before we can start working with random variable and its properties,
we have to establish a formal definition of probability. In layman’s
terms, probability is a quantification of uncertainty or likelihood of an
outcome of a particular process. There are several interpretations of
what probability is, while part of this discussion occurs in the realm of
philosophy, which exceeds scope of this work. We will briefly mention
three most relevant interpretations [11].

The first one is the frequentist interpretation. It says that probabil-
ity of some specific outcome of a particular process is the relative
frequency with which that outcome occurs if we can obtain a large
amount of realizations of the process while maintaining similar con-
ditions. While being quite vague and imprecise, this interpretation is
the most useful for experiments described later in this work [11].

The classical interpretation of probability says that all outcomes of
a process are equally likely. For example, tossing of a coin can have
only two possible outcomes, heads or tails. The sum of probability of
both outcomes must be 1, therefore each outcome has probability of
1
2 . This interpretation is rather intuitive and easy to grasp, however
it cannot be used to describe many real world situations where the
outcome probabilities are not equal. The most simple example being
an imbalanced dice [11].

The subjective interpretation states that a person assigns probability
to a specific outcome based on its own personal feelings and judgment.
The assignment is made based on prior knowledge and experience
and highly varies from person to person. This interpretation is also
basis of the Bayesian probability interpretation [11].

None of these interpretations affects the mathematical definition of
probability. All of them can be used to derive the formal definition
which will be described shortly. To begin with the formalization we
must define the basic notion of an event and experiment. For this part
we will use formal mathematical model of naive set theory described
in [11], Section 1.4, page 6.

6



2.1 random variables and probability distributions 7

Definition 2.1.1 An experiment is any process for which the set of all
possible outcomes is known ahead of time (i.e. before obtaining any actual
realizations of the process). An event is a set of the possible process realizations
[11].

Definition 2.1.2 Sample space Ω is a set which contains all possible out-
comes of an experiment. [11].

The following probability axioms are basic building blocks of the
probability theory, first published by Andrey Kolmogorov in 1933 [11,
40].

Axiom 1 Non-negativity:

P(A) ≥ 0, P(A) ∈ R, ∀A ∈ Ω

Axiom 2 Normalization: When the event is certain to occur, its probability
equals to 1

P(Ω) = 1

.

Axiom 3 Additivity: For every infinite sequence of disjoint events A1, A2, . . .

P

(︄
∞⋃︂

i=1

Ai

)︄
=

∞

∑
i=1

P(Ai)

.

Having the basic axioms present, we can now formally define the
probability itself.

Definition 2.1.3 Probability on a sample space Ω is a measure

P(A) ∈ ⟨0, 1⟩

which assigns a real number to a set of possible experiment outcomes A while
satisfying the probability axioms 1, 2 and 3 [11].

2.1.1 Random variable

The probability itself serves as a foundation for the definition of
random variable and its distribution.

Definition 2.1.4 Random variable is a real valued function X : Ω ↦→ R

defined on Ω [11].

There are two basic distinctions of a random variable.
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Definition 2.1.5 The random variable X is called discrete if there is some
finite set of values x1, x2, . . . , xn for which P(X = xi) > 0, i ∈ 1, 2, . . . , n
and ∑∞

i=1 P(X = xi) = 1. In other words, its distribution function F(x) =
P(X = x) is defined by a set of points in which the probability changes [11].

Definition 2.1.6 The continuous random variable X is such variable if
there is a nonnegative function f (x) ∈ R such that for every interval of
real numbers, the probability that X takes a value within the interval is the
integral of f (x) over the interval

P(a ≤ X ≤ b) =
∫︂ b

a
f (x)dx

while
∫︁ ∞
−∞ f (x)dx = 1. The function f (x) is commonly described as proba-

bility density function (pdf) of the continuous random variable [11].

Discrete distribution is characterized by its distribution function
and continuous distribution by its probability density function. Both
types can be characterized by their cumulative distribution function

Definition 2.1.7 Cumulative probability distribution (CDF) of a random
variable X is defined as F(x) = P(X ≤ x), x ∈ R. It is a monotonic
increasing function with range 0 ≤ F(x) ≤ 1 [11].

Apart from the distribution function and probability mass function,
the random variable can be described by its numerical characteristics.
The most important ones are mean (expected value) and variance. This
section describes their formal definition used through the rest of this
work.

Definition 2.1.8 The mean or expected value is often denoted as E(X) or µ.
It is defined as

E(X) =

⎧⎨⎩∑i xi · P(xi) discrete variable∫︁ ∞
−∞ x · f (x) continuous variable.

(2.1)

This definition is often described as population mean [11].

Definition 2.1.9 The variance of a random variable is a measure which
describes how are its values dispersed around its mean value. It is denoted as
D(X) or µ2. The variance is computed as

D(X) = E(X2)− E(X)2 (2.2)

and square root of the variance is called the standard deviation and has the
same units as the random variable [11]

σ =
√︂

D(X) (2.3)
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It is also useful to define a distinction between population and sample
characteristics. The random variable is often described by its prob-
ability distribution and its parameters. In other words, we say that
all possible instances (population) of the described random variable
have constant values mean µ and variance σ2 for a given point in
time. A subset of those instances is called sample. Its properties can be
described by the following numerical characteristics (statistics). The
most important one is the sample mean computed as

X =
1
n

n

∑
i=1

xi. (2.4)

The sample mean can be used as an unbiased estimator of the
population µ. Similarly, an unbiased estimator of σ2 is defined as

S2 =
1

N − 1

n

∑
i=1

(︁
xi − X

)︁2 . (2.5)

2.1.2 Limit theorems

In the context of Monte Carlo methods, the most important results
from the probability theory are the law of large numbers and the central
limit theorem. Only formal definitions of the theorems are provided
here, thorough proofs are out of scope of this work and are available
for example in [11].

Theorem 1 The weak law of large numbers [11] says that given a sample
with infinite size coming from normal distribution with mean µX and finite
variance σ2

X, the sample mean Xn obtained from sample size n approaches µX

as n → ∞. It is formally described as

lim
n→∞

P (|Xn − µX| > ϵ) = 0, ∀ϵ > 0. (2.6)

Due to scope of this work, we describe here only the weak law of
large numbers. This law defines a basic notion of convergence and
it is one of the core principles used by the Monte Carlo method. In
other words, it says that the larger sample of some random variable
is obtained, the closer is its sample mean to the mean of the random
variable distribution.

The central limit theorem generalizes the properties of sample mean
for normally distributed variable to an arbitrary distribution. In the
context of MC, the central limit theorem is used to determine rate of
convergence, i.e. how many samples should be taken in order to keep
the estimated distribution variance sufficiently low.



2.2 the monte carlo method 10

Theorem 2 The central limit theorem [11] states that given large enough
sample, its means X have approximately normal distribution with the fol-
lowing parameters, independent on the original distribution of the random
variable X

X ∼ N
(︃

µX,
σ2

X
n

)︃
. (2.7)

2.2 the monte carlo method

The method is often regarded as a stochastic experiment or simulation
where a large sample of independent and identically distributed ran-
dom variables is obtained using a computer in order to estimate their
means. We can then simply calculate the average values of the ob-
served variables which should be quite close to their real mean value
thanks to the law of large numbers. This allows us to simulate vari-
ables whose mean cannot be determined analytically. In order to apply
the method successfully, the distributions of the respective random
variables has to be determined, their parameters, how to obtain suf-
ficient amount of samples from them in a reasonable time and how
many samples need to be generated in order to obtain the desired
level of confidence in the simulation result [11, 69].

The Monte Carlo method concept was developed by Stanislaw Ulam
in 1946. He was a Polish mathematician working on the project Man-
hattan in the Los Alamos Laboratory in New Mexico. He envisioned
the concept while recovering from an illness and playing a type of
solitaire card game. Consequently, he proposed application of the
method to the neutron diffusion problem, which was then described
by a set of complex differential equations [19].

The problem was an estimation of the amount of neutrons present as
a result of the fission process, which are not absorbed by the surround-
ing material and are capable of more fission. Their model consisted
of isotropically generated neutrons with known cross sections of ab-
sorption, fission and scattering rates for many materials and assumed
probabilities of the neutron producing another 2,3 or 4 neutrons in case
of successful fission. The outcome of each collision was determined by
a random number present for each parameter on a punch-card which
represented the single neutron [19].

He presented the concept to John von Neumann, his colleague and
well known mathematician and computer scientist. Von Neumann im-
mediately saw the opportunity to use the emerging digital computers
to facilitate the sampling. The history of the ENIAC computer which
was used to run this first instance of the Monte Carlo method is briefly
mentioned in Section 4. Solving the problem could provide a useful
insight into the behaviour of neutrons in fission devices, leading for
example to estimation of the possible yield of an atomic fission bomb
[19].
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Apart from the most famous application in the Manhattan project,
the method is widely used in many other areas. Option pricing [5]
comes from the world of finance, where sampling is used to determine
the price of an option while accounting for many sources of volatility
in the financial market. The ray tracing technique used to render
realistic lighting in 3D scenes relies on random generation and a
scattering of generated light rays, where the sum of the rays is then
used to calculate the amount of light that illuminates a particular area
[64]. Large Hadron Collider is one of the most important scientific
experiments in the field of experimental particle physics where the
method is still very popular. Buckley [6] provides a thorough survey
of approaches used to simulate various collisions between subatomic
particles.

Simple illustration of the Monte Carlo method is estimation of π.
Ratio between area of square and circle is

ρ =
πr2

(2r)2 . (2.8)

Setting radius of the circle and length of the square side to r = 1,
we obtain

ρ =
π

4
. (2.9)

If we can estimate value of ρ with sufficient precision, we can obtain
estimated value of π̂ fairly easy as

π̂ = 4ρ ≊ π

4
. (2.10)

Using the Monte Carlo approach to solve this, we can estimate
value of ρ by generating random points within the area of square and
dividing the number of points m that ended up in the circle by the
total amount of generated points n. Which can be written as

ρ =
m
n

. (2.11)

Essentially n random pairs of two dimensional coordinates (xi, yi),
where x, y ∈ ⟨0, 1⟩, i ∈ 1, 2, . . . , n are generated. Coordinates which
satisfy the condition x2 + y2 ≤ 1 are within the circle. Figure 2.1 shows
visualisation of the simulation progress.

Figure 2.2 shows absolute error of the estimation computed as
|π − π̂| becomes smaller with the increasing number of points (sam-
ples) generated. This simple example illustrates the basic mechanics
of the method.
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(a) 100 (b) 1 000 (c) 10 000

Figure 2.1: Progress of the π̂ estimation.

Figure 2.2: Number of samples taken vs. absolute error of π̂. Red line denotes
the actual value of π.



2.3 random number generation 13

Over the time, several important types of the Monte Carlo simula-
tion appeared. We will briefly mention the two most interesting ones,
the Bootstrap method and Markov Chain Monte Carlo (MCMC).

The Bootstrap method can be described as a special type of the MC
simulation. The method relies on resampling with the replacement of
the original population sample. It is useful to determine for example
quality or bias of some estimator or model. Suppose we have sample
X = X1, X2, . . . , Xn from an unknown distribution F with finite mean
and variance. The bias of a statistic g(X) which is an estimator of
some numerical characteristics of the distribution F (media, mean,
percentiles, etc.) can be determined simply by computing the statistic
for a large (thousands) number of sample data sets obtained from
the original. Thanks to the law of large numbers and the central limit
theorem, the distribution of the statistic computed for each sample
should have approximately normal distribution with the mean quite
close to the actual value of the statistic g [11].

The Markov Chain Monte Carlo is a class of algorithms used to
sample multivariate distributions. The Markov Chain can be infor-
mally defined as a description of stochastic process where probability
of an outcome depends on and only on the previous outcome. It is
often used to describe sequences of process realizations or simply
the states of an object which change over time while conforming to
a certain probability distribution. This property can also be used to
construct a sampler which allows to traverse a multi dimensional space
(distribution). A detailed description of Markov chains can be found
for example in DeGroot [11], Section 3.10. An example of such sam-
pling algorithm is the Gibbs sampling algorithm [68] which is often
used to sample n dimensional distributions where n ≥ 2. To obtain
a single sample x1, x2, ..., xn the algorithm starts usually with arbi-
trarily selected value of x2 and then samples x1 from the conditional
distribution of X1 given the current value of x2 and so on up to xn.
This process is repeated a large number (thousand) of times and the
resulting sample corresponds to the joint distribution of the individual
random variables. The Monte Carlo element in this algorithm is the
realization of a large number of random walks through a graph which
can be constructed from the individual conditional distributions of
the random variables [11, 68].

2.3 random number generation

Since the Monte Carlo method is based on realization of a large number
of random experiments, the random number generator (RNG) is essential
for its function [69]. This section aims to provide a brief summary
of this field with an emphasis on usage of the various methods for
generating random numbers on current HPC architectures and their
efficiency.
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In the early days, the numbers were generated either manually or
using some sophisticated mechanical and later electronic devices like
Geiger counters or diodes. An important relict of these times is a
book called A million random digits with 100,000 normal deviates [10]
which contains printed tables of random numbers generated by an
electronic simulator of roulette. It was first published in 1955 by the
RAND Corporation and later republished in 2001. Such manual or
mechanical methods were usually very slow and sequences of the
numbers were non-repeatable, which made them highly unsuitable for
use in repeatable experiments. However, physical based approaches
have prevailed to current days in the form of specialized chips which
rely on natural noise generated by electric charge. These devices are
called true random number generators (TRNG) and are usually used in
the field of computer security as a source of entropy.

The main purpose of a RNG in MC simulation is to generate a
sequence of numbers which comes from uniform distribution and
arbitrarily chosen subsequences appear to behave like statistically in-
dependent samples. Such sequences can be generated by the so-called
pseudo random number generators (PRNG), which rely on recurrence
to produce their output and are much faster and flexible to use than
TRNGs. They usually have a set of internal parameters which define
their internal state and a function which produces the next number
in sequence and advances the state. The main disadvantage of the
PRNGs is the fact that the generated sequence will repeat itself after a
given number of state transitions. The length of this sequence is called
periodicity and it is one of the main parameters which define quality
of a PRNG. One of the most basic PRNGs are Linear Congruential
Generators (LCG) which compute the next random number Xi+1 based
on the current state and Xi share common form:

Xi+1 = (aXi + c) mod m (2.12)

where X0 is an integer value called seed which determines initial
state of the generator. The a, c and m parameters are called multiplier,
increment and modulus respectively. Values of these parameters de-
pends on particular implementation and can be usually found in its
documentation. The generated values Xi will always satisfy the condi-
tion Xi < m by definition of the modulus operation, which returns the
remainder after integer division. Hence, the modulus parameter defines
the periodicity of this type of PRNG. Its main advantage is simplicity
of the implementation and small size of memory required to store the
status word (usually 64 bits, in case long integers are used).

The most common PRNG available in most software libraries is
the Mersenne Twister developed by Makoto Matsumoto in 1997 [47].
This generator superseded all other methods available at that time
mainly due its enormous period 219937 − 1. Its state word has about 2.5
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kB, however a miniaturized implementation exists called TinyMT[70].
In standard C++ library implementations, this RNG is usually avail-
able in namespace std::mt19937. Intel MKL provides its optimized
implementation in the Vector Statistics Library [88].

2.3.1 Generating random numbers in parallel

Pseudo random number generators (PRNG) are essential part of MC based
application. They have to adhere to a strict set of rules although some
of them are important only in the field of cryptography and security
[47, 73]. The independence of generated numbers is of particular
interest in the parallel programming models, since special effort has to
be made to control and avoid correlation between samples generated
by different threads. Different techniques exist to maintain control
over the sample correlation. The first one is based on initializing the
generator for each thread with a different initial parameter set which
will result in different generated sequence. The availability of this
method depends on the selected RNG. Other methods are called block-
splitting and leap-frogging. Given that k is the number of independent
streams, the first method splits the sequence into k non-overlapping
blocks. The second method splits the sequence to k interleaved non-
overlapping subsequences. These techniques can deteriorate the PRNG
performance especially if large number of samples is needed.

Intel Math Kernel Library (MKL) provides a set of 6024 Mersenne
Twister based generators called MT2203, especially designed for large
scale Monte Carlo simulations. These generators have a bit shorter
period of 22203 [88].

In the field of HPC, there are efforts to provide optimized versions
of PRNGs which use SIMD instructions [71] or run on GPUs [25].
Although Math Kernel Library developed by Intel has several paral-
lel PRNGs implemented, further efforts to integrate fast PRNGs to
emerging models can be useful for MC based applications.

Remark 2.3.1 Since this work relies entirely on random numbers generated
by computer we can refer to pseudo-random numbers generated by PRNG
simply as random numbers.



Part III

H I G H P E R F O R M A N C E C O M P U T I N G



3
C O M P U T I N G I N S C I E N C E

The term High Performance Computing (HPC) is used to define a multi-
disciplinary scientific field which deals with execution of large scale
numeric simulations and data analysis tasks on a specialized com-
puting hardware. It includes several research areas such as hardware
design ranging from on-chip integrated circuitry to high bandwidth
networks composed of thousands of computing nodes. Hardware
development drives demand for optimizing compilers, special pur-
pose programming languages and parallel programming models in
order to exploit the vast computing power effectively and to provide
abstraction which would hide the complexity of the modern comput-
ing clusters. Language development then goes hand in hand with
advances in development of highly scalable algorithms coming from
many different research fields, such as mechanical engineering, biol-
ogy, material sciences, computer science, statistics and many more.
This section provides a brief history and taxonomy of computing
hardware with the focus on historical evolution of the most powerful
computers and their programming environments. An overview of
performance and scalability metrics is also provided.

Despite a lack of concrete definition, it can be safely said, that each
machine powerful enough to get a position in the Top 500 list [14]
is a Supercomputer [16]. Such machines are usually commissioned
by national governments and operated by academic or similar insti-
tutions due to their price, although there are also clusters operated
by private companies. As stated above, the main purpose of such a
machine is to execute an approximated simulation of some real world
phenomena. Level of the approximation depends mainly on the avail-
able computing power and on efficiency of the model implementation.
For example, in case of the meteorological models, the simulation is
usually executed for a certain geographical area divided by grid of
squares of a certain size. Precision of the simulation can be enhanced
by lowering the square size, thus increasing the grid resolution at a
price of increased amount of necessary CPU time needed to run the
simulation. This relationship is one of the main motivating factors for
building supercomputers. The more powerful machine available, the
more complex simulation can be executed.

3.1 taxonomy of computing systems

Various enhancements and design decisions were incorporated in the
current computing architectures in order to achieve the necessary
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performance levels. This section provides a brief overview of the most
distinctive features of modern parallel computing hardware relevant
to the HPC field and their classification.

3.1.1 Harvard and von Neumann architecture

These categories describe a fundamental distinction between two types
of computer CPUs. The Harvard architecture has a central control unit,
a separate memory for data and instructions, arithmetic logic unit (ALU)
and an input/output unit. This type of architecture can be found
in a specialized CPUs such as Digital Signal Processors (DSPs) and
micro-controllers which often operate in rough conditions and their
operation has to be deterministic at all costs. The main motivation
for this type of architecture is clear separation between the program,
which is often stored in a ROM memory, and data [33].

The von Neumann architecture does not differentiate between the
program and data memory and often common RAM memory which
has read write access. This allows the computer to essentially program
itself, generate a program, store it in the main memory and start its
execution by itself. This simple fact allows the compilers and just-
in-time run-time systems to do their work. The architecture of CPUs
used in current HPC compute nodes is almost exclusively based on
the von Neumann type. However, at the highest level of the cache
hierarchy, they share a common trait with the Harvard approach. The
Level 1 (L1) cache is separated into two parts - data L1D and instruction
L1I cache. This design allows to implement instruction pipelines and
smart memory prefetch mechanisms which are at the core of current
superscalar processors [33].

3.1.2 Flynn’s taxonomy and beyond

In 1966 Flynn defined a taxonomy of parallel computing system which
can be still applied to modern systems. It defines four following types
[33]:

• SISD - Base type of processor which has single instruction and
single data stream

• MIMD - Used to describe most common CPUs which have
multiple cores and multiple memories

• SIMD - This refers to single core able to issue vector instructions
- single operation on multiple data

• MISD - Multiple instructions, single data category - not used

The term single program, multiple data (SPMD) extends the MIMD
category and describes the most common design pattern of technical
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and scientific applications running on HPC infrastructure where single
program runs in parallel and operates on a large data-set simultane-
ously.

3.1.3 Heterogeneous computing

Up to this point we talked only about traditional general purpose
computers having main CPUs, memory and network peripherals. In
00’s computing with General Purpose Graphics Processing Unit (GPGPU)
hardware started to emerge. It was the first instance of a heterogeneous
meaning that a single compute node had another type of computing
hardware available besides the main CPU. As the GPU performance
improved, manufacturers started to expose more low level and generic
functions of their chips. The main difference between CPU and GPU
is that the GPU is able to perform a more restricted set of operations
on a large amount of data simultaneously. This approach is described
as Single Instruction Multiple Thread (SIMT) and has been pioneered by
Nvidia in the Tesla GPU. The main restriction in GPU is inefficient
branching, where all other threads have to wait for a branch to be
evaluated and executed. In other words, divergent paths in code
cannot be executed concurrently which can hinder the performance
significantly [33].

Another difference from CPU is that the GPU is often present as a
peripheral device driven by a main CPU through a PCIe bus. Even
though it has its own dedicated memory (GDDRx), the data has to be
passed from the main RAM through the PCIe bus which becomes a
significant bottleneck especially in a high throughput scientific appli-
cations. Recently, Nvidia has been focusing on overcoming this burden
by implementing its own interconnect marketed as NVLink. Signifi-
cant deployment of this technology is in the Summit supercomputer
in Oak Ridge National Laboratory. There, the NVLink is there used to
connect the IBM Power9 CPUs to the Nvidia Volta GPUs [34].

Apart from the GPGPU, another heterogeneous computing venture
emerged around 2010 when Intel announced its Many Integrated Core
(MIC) architecture based on the Larabee SIMD microarchitecture. The
product was later marketed as the Intel Xeon Phi accelerator series.
The chips were a cache coherent multiprocessors with large amount
of cores (61 in the case of the Knights Corner architecture), the cores
were based on the x86 architecture with vector processing units and
512 bit wide vector registers. The idea was to create a massive parallel
processor similar to the general purpose CPUs which would simplify
the programming model as it would leverage existing compiler and
tooling ecosystem built around x86 hardware. Although significant
deployments were made using this technology, its performance never
lived up to the expectations and further releases were cancelled in
2017 [65].
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The next significant representative of this category are the Field-
Programmable Gate Arrays (FPGA). This technology allows that a chip
microarchitecture to be defined in the software which enables a cre-
ation of a powerful single-purpose hardware like DSPs or streaming
cryptographic processors. Although this technology has first appeared
in the early 80s its price and level of maturity prevented larger de-
ployments in the HPC field. Only recently Intel has slowly released
information about future CPUs which will have a FPGA circuit inte-
grated. This technology can be suitable especially in the field of High
Performance Data Analysis (HDPA). This effort stems especially from
the 2015 Intel’s acquisition of Altera as one of the most important
players in this field [33].

The machine learning popularity is at an all time high especially
thanks to the advancements in the field of deep learning (DL) applied
to tasks such as sound or image recognition which are important
for technologies like autonomous driving cars and similar. Training
of the neural networks can be a very demanding task and many
hardware manufacturers try to follow these trends. Intel and also
Nvidia have released their own optimized versions of the most popular
DL frameworks (like TensorFlow) and customized their hardware
for this particular task. Google announced their own take on this
field by creating a custom Application Specific Integrated Circuit (ASIC)
chip called Tensor Processing Unit (TPU). This chip is optimized for
matrix operations performed on a half-precision (16 bit) floating point
numbers. This is in high contrast with the traditional platforms which
mainly focus on the double precision performance on large matrices.
This hardware is not available commercially, however can be accessed
through a specialised Google Cloud instances upon request [33].

3.1.4 Instruction and thread level parallelism

The lowest level of parallelism exposed to a user are the vector in-
structions described by the SIMD category. These instructions have
been present in modern processors, starting with an introduction of
MMX instructions in the Intel Pro processor or 3DNow proposed by
AMD, followed by SSE instructions and extended by the cutting-edge
AVX-512 instruction set present in modern Intel Skylake and Xeon Phi
processors [33].

Superscalar execution is another design trait in modern CPUs which
again provides significant speedup. This level is often called Instruction
Level Parallelism (ILP), meaning that the processor can issue several
instructions during a single clock cycle. This is enabled by a set of
functional units present in the CPU, where each unit executes a dif-
ferent set of instructions provided by the scheduler. The next level
of parallelism is the Simultaneous Multithreading (SMT) which allows
several threads to issue instructions together in a single clock cycle.
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This technology is marketed by Intel as the HyperThreading (HT)
which first appeared in the Pentium 4 CPUs. However, this design
feature has been present to some extent even earlier in the IBM Power
processors. This function is usually not enabled by default on the
contemporary HPC clusters since only heterogeneous loads mixed
with I/O can truly benefit from it (database, file servers, etc.) [33].

The highest level of CPU parallelism is the multicore level, where
multiple cores are connected together on a single die using a spe-
cialised bus forming a Symmetric multiprocessing (SMP) system. Devices
connected to the bus operate independently of each other which intro-
duces additional complexity to the cache memory subsystem. The bus
in current Intel Xeon CPUs is called QuickPath Interconnect (QPI). In
case of the Intel Skylake microarchitecture, the QPI is used to connect
the DDR memory controller, the PCIe lanes and other so-called uncore
components to the CPU cores [36]. It is also used to connect multiple
processor sockets together, as this configuration is quite common in
HPC compute nodes [16].

3.1.5 Memory parallelism

The most common type of memory in current clusters is the distributed
memory. The memory is distributed between the individual compute
nodes which are interconnected by a dense network usually called
fabric. This approach is so popular because it allows building powerful
distributed machines from commodity hardware. Programming model
in this case is complicated by the need to use a message passing inter-
face. This means that user has to explicitly care for data consistency
between the individual nodes [16, 33].

The next lesser common type is the shared memory where all memory
is available in a single continuous address space. Systems such as SGI
UV2000 combine several standard compute nodes in a large SMP
machine. This machine utilizes specialized hardware to provide a
layer between the compute nodes and operating systems. From the
user (and OS) perspective, the system looks like a single computer with
a large amount of memory and CPU cores. Standard programming
models can be utilized at the cost of increase and non-uniform latency
between different regions of memory [16, 33].

In practice two types of memory access related to latency are recog-
nized in a multi-threaded environment. The first one is called Uniform
memory access (UMA) and describes a system where access latency
does not depend on which processor is accessing that memory re-
gion. The second type is called Non-uniform memory access (NUMA)
and is more prevalent in current HPC systems. Compute nodes are
usually multi-socket systems, where each CPU has a portion of the
main memory connected to its memory controller and communication
with the other CPU is realized by the internal bus (QPI in case of the
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Intel Xeon CPUs). Therefore latency for accessing memory in the other
CPU is much larger than latency to the memory attached directly
to the current one. Besides sthat, the bus is also used to maintain a
coherence in cache memory in both CPUs using a coherence protocol
like MESI which places an additional load on the bus. Mitigation
of the NUMA effects is usually done explicitly by thread pinning,
first-touch initialization and similar techniques present in the used
parallel programming model [16, 33].

3.2 supercomputer performance metrics

Performance of the HPC systems has various aspects and there are
many ways how to measure it. This section provides overview of the
most relevant metrics and tools used to describe performance of a
supercomputer.

3.2.1 The FLOPs

From the traditional HPC point of view, the only important metric is
the Floating Point Operations per second (FLOP/s). The theoretic peak
(Rpeak) value can be determined exactly for the given CPUs. Given the
clock frequency and taking into account all the levels of parallelism
beginning at the ILP and ending at the multi-core level, an amount
of arithmetic operations with the given floating point type can be
determined by simple calculation. This metric is determined usually
for both double (DP) and single precision (SP) floating point data
types as these are most relevant in the traditional HPC applications
which usually revolve around performing a set of matrix operations
on matrices which can span the entire memory available in the cluster
[16].

The real value of this metric (Rmax) is usually slightly lower than
the peak value and is usually determined by the High-Performance
Linpack benchmark (HPL) [15]. This benchmark performs a set of ma-
trix operations on generated matrices. Obtained results from each
competing supercomputer are then placed in the Top500 list which
is released twice a year at the two most important HPC conferences
(Supercomputing in US and ISC in Europe). The current list (June
2019) is dominated by the US Summit supercomputer with Rmax of
143.5 PFLOP/s.

Although this test describes the most common HPC use-cases, with
the rise of more heterogeneous workloads stemming mainly from the
HPDA field, a new benchmark called High Performance Conjugate Gra-
dients (HPCG) has been developed. This benchmark is highly focused
on the emerging heterogeneous hardware and represents a wider field
of scalable applications executed on the supercomputers. Results of
this benchmark are announced together with the LINPACK results.
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3.2.2 The bandwidth

The next important benchmark is the Graph500 which focuses on
random access performance in a graph traversal tasks. It defines the
traversed edges per second (TEPS) metric which complements the tra-
ditional FLOPs by measuring the bandwidth of the internal fabric
interconnect. The benchmark performs a traversal on a synthetic gen-
erated graph and provides various statistics [49]. Supercomputing
centers can submit their own obtained results to a list which is again
released twice a year. Top positions in this list are usually quite differ-
ent compared to the Top500 list, in the current list (June 2019) the first
place is occupied by the K computer operated by RIKEN Institute in
Japan with 38621.1 TEPS.

3.2.3 The energy

Apart from the pure FLOPs performance, the Top500 authors also try
to bring the energy efficiency and resiliency also into public discussion.
Therefore for each Top500 list a Green500 list is also released. Metric
in this case is the GFLOPS per watt. Its topmost positions also diverge
from the Top500 list as the top position in the current list (June 2019)
is occupied by Shoubu system B from the Japanese RIKEN institute
with 17.604 GFLOPS/W.



4
E V O L U T I O N O F C O M P U T I N G H A R D WA R E

The term computer was originally used to describe a person whose task
was to manually solve a part of a given mathematical problem, later
with the help of mechanical devices such as Bush differential analyser
[8]. The main driving force behind evolution of the high performance
computing was military research that took place during and after the
second world war.

The first electronic computer which can be seen as an ancestor of
the modern computers was the Electronic Numerical Integrator and
Computer or ENIAC. It contained 18,000 vacuum tubes and it was
designed and built to compute artillery firing tables for the US Army
Ballistics Research Laboratory. Execution of the add operation took
200 microseconds. State of the art technology at the time were vacuum
tubes, relays and crystal diodes, while semiconductor transistors be-
came only available in the late 1950s. The programming interface of
this machine consisted of 1200 mechanical switches and cables which
had to be manually flipped and connected according to a carefully pre-
pared scheme. The group of people that took care of these tasks was
recruited from the original team of computers. Writing programs and
their debugging was at that time a very tedious task which involved
an entire team of people [33].

A major research effort of this time apart from aeronautics was the
development of nuclear weapons which was performed under the
codename Manhattan Project. The Monte Carlo method was widely
used to simulate nuclear reactions during the explosion in order to
estimate the yield of the bomb. Mathematicians John von Neumann
and Stanislaw Ulam working in the Lawrence Livermore National
Laboratory were one of the first pioneers of scientific computing. They
realized the advantage that ENIAC brought to the field and used it to
run neutron scattering simulations [19, 33].

The post-war development of the most powerful machines between
years 1950 - 1960 was primarily led by companies International Business
Machines Corporation (IBM), UNIVAC and later Control Data Company
(CDC) which produced the infamous mainframes. Computers from
this period were bulky machines based on vacuum tubes and magnetic
core memory. The end of the 50s era also marked first efforts to
move away from the ineffective vacuum tube memory towards the
semiconductor transistors. This was manifested by the IBM 7090 and
CDC 1604 which was designed by Seymour Cray. A notable example of
that era is IBM 704 which was first commercially produced hardware
with floating point arithmetic. This machine was programmed using
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FORTRAN language developed by IBM. It was regarded as one of the
first high-level languages and its compiler was able to automatically
optimize the compiled code. Users were suspicious of this feature
at the beginning, since most of the programming back then was
performed using a low level assembly language which was machine
specific [33].

The 60s era saw an unprecedented growth in available computing
power. The IBM 7030 Stretch was introduced in 1961 and was able to
deliver around 50 kFLOP/s. Despite its relatively poor commercial
success, this machine introduced technologies such as instruction
pipelining and memory interleaving which laid the foundation of
modern superscalar architectures. It was quickly succeeded in 1964

by the CDC 6600, which offered around 3 MFLOP/s of peak power
(although only 0.5 MFLOP/s were possible in reality using FORTRAN
compilers available at that time) and was the most powerful machine
until CDC 7600 was introduced in 1968. This machine was able to
deliver 36 MFLOP/s of peak performance and 10 MFLOP/s in reality,
this tenfold increase in power was possible thanks to many smart
design choices implemented by Cray as its chief designer. Availability
of integrated circuits (ICs) also allowed the designers to create faster
and more efficient hardware by shrinking the size of the individual
transistors and packing them close together to a single chip [33, 50].

It is worth mentioning at this point that these machines were de-
signed as a single monolithic machine with multiple CPUs, shared
memory and several I/O devices. Main domain of these machines
were simulations based on numeric models which required fast float-
ing point arithmetic, however thanks to the availability of FORTRAN
compilers and custom operating systems, these machines could be
used for many other tasks which required vast computing power. In
1972 Seymour Cray left CDC to form its own company Cray Research
Inc. They focused on design and development of the Cray-1 machine,
which in 1976 delivered unprecedented 160 MFLOP/s and became
the fastest computer of that time. Operators of these machines were
considered part of a somewhat elite club of Cray users. One machine
cost about $7.9 million in 1977. Its iconic chassis shaped as letter "C"
is shown in Figure 4.1 along with its creator.

Besides the design function of the chassis, its shape also had practi-
cal usage as length of the electrical circuits could be shortened allowing
faster communication between individual components of the system.
The superior performance was mainly due to the first successful im-
plementation of the vector processor in a supercomputer. Until that
time, the machines relied on effective work with memory mainly by
implementing long instruction pipelines which operated directly on
items in memory. The vector processors on the other side are able to
perform single operation on multiple elements simultaneously which
is beneficial for many scientific applications. This machine also used
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Figure 4.1: Iconic design chassis of the Cray-1 computer with its creator
Seymour Cray

a chlorofluorocarbon (CFC) gas based cooling system which is known
to cause ozone layer depletion. The use of these gases was banned in
1987 by the Montreal Protocol [50].

The development in the following years was strictly dominated
by the Cray machines. Their dominance was ensured in 1982 by the
release of the Cray XMP which delivered 200 MFLOP/s of theoretical
peak performance provided per CPU which had 9.5 ns clock cycle
(approx. 105 MHz). Improved versions were sold in two or four CPU
configurations, lowering clock cycle to 8.5 ns (approx. 117 MHz) and
providing 800 MFLOP/s of theoretical peak performance. The X-MP
was followed by Cray-2 released in 1985 which featured 4 CPUs
at 4.1 ns cycle (approx. 243 MHz) and up to 4 GB of DRAM. This
machine featured an additional foreground processor, which took care
of task scheduling and accessing memory, thus effectively running the
computer. The remaining processors were referred to as background
processors. In its best configuration, it was able to deliver 1.9 GFLOP/s
of theoretical peak performance, although its real performance was
lower than its X-MP and Y-MP counterparts. This fact also contributed
to lower commercial success of this machine, which resulted in another
separation of Seymour Cray from the company in 1989, when he
founded Cray Computer Corporation. There he developed Cray-3 which
used gallium arsenide semiconductors. This computer, albeit powerful,
was not commercially successful, partly due to high price and a lack
of funding caused by political changes at the time.

So far, almost all supercomputers were designed as symmetrical
shared memory multiprocessor systems. In the late 80s a new type of
systems began to emerge. Its main idea was to use a large number of
cheap and less complex CPUs and connect them in highly redundant
topology using fast interconnect. This was possible mainly due to
advancements in the field of Very Large Scale Integration (VLSI) semi-
conductors which allowed to produce a cheap and compact chips in
large quantities. Efforts in this area were not particularly new as first



evolution of computing hardware 27

designs of parallel architectures were created by IBM or the University
of Illinois in 1950s. However, widespread availability of cheaper chips
produced in large quantities allowed this approach to be practically
implemented in a supercomputer. This was also the main difference
from the Cray machines which relied on custom designed hardware
that could not be produced in volume while remaining competitive
[67].

The 1990s era saw a number of paradigm shifts. The position of
the fastest machine at the moment was claimed by the Japanese NEC
Corporation with its SX-3/44B computer capable of staggering 25.6
GFLOP/s of peak performance. This machine was inspired by the
Cray multi processor design as it had 4 powerful vector CPUs sharing
2 GB of main memory. However, it was the last machine of that type
to achieve such a position. It was replaced in 1993 again by the U.S.
machine CM-5 manufactured by the Thinking Machines Corporation.
This machine was the first massively parallel (MPP) system faster than
the fastest vector processor systems at that time and was capable of
delivering 60 GFLOP/s with 1056 processors. The RISC CPUs used
in this machine had SPARC architecture originally designed by Sun
Microsystems. One of the main motivations for MPP is much better
scalability compared to the old vector processor based systems [75].

Japan dominated the first places during most of the decade, with its
Numerical Wind Tunnel (235.8 GFLOP/s peak) which succeeded the
Intel Paragon XP/S system (150 GFLOP/s) in 1994 and several Hitachi
systems later. The fastest system was the Hitachi SR2201 with its 614

GFLOP/s in 1996. While the main competing supercomputer archi-
tectures at that time were the SMPs and MPPs, Japan had somewhat
unique approach to their design. Its computers were built as MPPs,
where their nodes contained their own VP2000 series of vector pro-
cessors which were inspired by the original Cray processors. Another
notable system of that time was the US Intel ASCI Red which was the
first system that broke the 1 TFLOP/s barrier in 1997 followed by IBM
ASCI White in 2000 with its 4.9 TFLOP/s.

Industrial customers were reluctant to adopt the new type of sys-
tems, thus most of the MPP supercomputers were bought and operated
by research and academic institutions funded by governments. This
changed in the second half of the decade, when almost half of the
systems in the Top500 from 1999 were owned by industrial customers.
One of the main reasons for the quick adoption was that the differ-
ence between supercomputer and workstation was somehow blurred as
most of the biggest companies of the era (SGI, Sun, Digital) started to
sell SMP versions of their workstations. This allowed much smoother
application development and its migration to the supercomputers as
their compute nodes used almost identical hardware as the worksta-
tions [75]. It is also worth mentioning that this change was possible
with widespread internet and modern personal computers and work-
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stations. It also fuelled many projects and experiments stemming from
the original HPC field, like Grid computing or small clusters filed
under the name Beowulf. These clusters used ordinary office or home
computing equipment, like workstations, laptops and even gaming
consoles.

4.1 towards heterogenous platforms

The next decade saw a slow "intelization" [76] of the HPC market,
as more and more systems used common Intel processors. At the
beginning, 32-bit address bus limitation 1 of the Intel processors was
hindering their inclusion in newly built clusters, but the landscape
changed significantly after the release of the Pentium 4 CPU based on
the NetBurst architecture which introduced 64-bit wide address bus,
improved pipelining and simultaneous multithreading technology (SMT)
marketed as HyperThreading. This development further allowed the
development of smaller (and cheaper) experimental clusters based on
processors which were already widely used in personal and enterprise
level computing.

However, the fastest machine from the beginning of this decade was
NEC Earth Simulator built in Japan with its parallel vector processors
delivering up to 41 TFLOP/s in 2002. This computer used custom
vector CPUs inspired by the original Cray. The common computing
hardware began to appear on the topmost places in the second half of
the 2000’s, when PowerPC based IBM BlueGene/L (183.5 TFLOP/s)
was commissioned in 2004. This series of supercomputers was built as
part of the U.S. government initiative to develop a massively parallel
computer to be used in biomolecular science mainly for protein folding
simulations.

It was followed by the IBM Roadrunner which was the first system
to break the PFLOP barrier with its 1.3 PFLOP/s of peak performance.
This system was also unique due its hybrid design. So far, fastest
systems of the era were using single processor architecture for all of its
nodes. The Roadrunner was the first supercomputer built with hetero-
geneous computing resources. Its nodes contained two AMD Opteron
CPUs and four PowerXCell 8i processors. Interestingly enough, the
same Cell based processors were used in the Sony PlayStation 3 enter-
tainment console which suddenly puts the hardware used in cutting
edge HPC systems on the same level as common consumer electronics.
This further illustrates a unification and increased availability of high
performance computing which started at the beginning of the 90s.
There were also examples of PlayStation 3 console used to create small
HPC clusters in an academic setting [7]. The end of the decade was
dominated again by U.S. system Jaguar built by Cray in 2009, deliv-

1 P6 microarchitecture offered Physical Address Extension (PAE) which allowed address-
ing up to 64 GB of memory
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ering 2.3 PFLOP/s of peak performance. This machine was actually
installed in 2005 in Oak Ridge National Laboratory and its peak power
was achieved through a series of upgrades. It was powered by multiple
generations of the AMD Opteron processor.

Development at the topmost position of the Top500 list in the re-
cent years was mainly dictated by competition between China as a
new player with U.S. and Japan. In 2010, Tianhe-1A became the first
Chinese machine to hold the title of the fastest supercomputer. It was
powered by Intel Xeon CPUs and Nvidia Tesla GPUs. It was able
to deliver 4.7 PFLOP/s of peak performance. This system further
demonstrated efficiency of GPUs both in terms of energy consumption
and physical space occupied. The Japanese K computer followed this
machine in 2011 with almost 90,000 SPARC64 VIIIfx processors avail-
able, delivering over 10 PFLOP/s, thus becoming the first machine
to exceed this barrier. This computer was exceptional by its efficiency
which reached 93.2% measured by LINPACK. This value left all its
competitors far behind.

In 2012, two U.S. machines (BlueGene/Q and Titan, formerly Jaguar)
were upgraded and held their position until 2013. From then, the
Chinese machine Tianhe-2A held the title for three straight years
delivering staggering 54.9 PFLOP/s of peak performance despite hav-
ing computational efficiency of only 61%. This machine was also the
largest heterogeneous installation in the world, having combination
of Intel Ivy Bridge CPUs and Intel Xeon Phi (Knights Corner archi-
tecture) accelerators. It was superseded in 2016 by another Chinese
machine, the Sunway TaihuLight. This machine was able to provide
125 PFLOP/s using almost 40,960 custom made RISC CPUs Sunway
SW26010. But it also suffered from relatively low efficiency, reaching
only up to 74%. The main reason for the decision to use a custom CPU
architecture was the U.S. government embargo placed on the export
of high performance computing chips to China.

In July 2018, the fastest computer in the world is again U.S. IBM
Summit, having 187 PFLOP/s of peak performance. This machine
is powered by IBM Power9 CPUs and Nvidia Volta GV100 GPUs
connected by a novel NVLink bus.

4.2 role of the gpus

Regarding heterogeneous computing, the Graphics Processing Units
(GPUs) became increasingly important towards the end of this decade.
At the beginning of the 2000s a demand for increasingly smoother and
more detailed computer graphics stemmed mainly from the gaming
industry. Hardware manufactures had to increase the GPU capabilities
to deliver more polygons per second. These computations were often
carried in floating point arithmetic operations and the sheer power of
these units started to significantly outperform CPUs in terms of raw
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FLOP/ [87]. It quickly became apparent that GPUs will be particularly
suitable for many tasks originating from the field of HPC.

At the beginning, the main obstacle for their usage was their design,
which implemented a fixed graphics processing pipeline which was
programmable only using specialized APIs like OpenGL or DirectX
or specialized shader languages. Rapid generalization of the GPUs
went hand in hand with evolution of Compute Unified Device Architec-
ture (CUDA) developed by Nvidia as a general-purpose computing
platform and a programming model based on the C language. The
architecture was first released in the year 2006 and became well es-
tablished in the HPC world and quickly became de-facto standard
platform for a certain type of computational problems. The outstand-
ing performance compared to the CPU came at the cost of a bottleneck
represented by the bus used to connect the GPU to the rest of the
system. Therefore, the efficiency of the GPUs rises with number of
operations performed on dataset once transferred to the shared global
memory of the GPU. In order to hide the memory access latency,
various techniques are implemented such as custom scheduling which
overlaps computations with data transfer [87].

Modern supercomputers are built as clusters of compute nodes
based on commodity hardware. There are minor differences such as
usage of ECC memory, multi-socket mainboards or specialized man-
agement interfaces, but the system architecture is nearly identical to
common personal computers. Most of the current supercomputers
use commercial CPUs and accelerators based on the same architecture
as used in desktop or laptop computers, while the exception being
specialized devices such as FPGAs or TPUs. Compute nodes of a mod-
ern cluster are usually connected by a high bandwidth network with
highly redundant topology to facilitate low latency communication
between any two nodes of the cluster. High throughput and high
capacity storage is also available together with parallel file system
such as LUSTRE [89].



5
PA R A L L E L P R O G R A M M I N G M O D E L S

This section briefly discusses the most popular parallel programming
models currently used in the HPC field and their heterogeneous
options.

5.1 classic models

Message Passing Interface (MPI) is possibly the most popular tool for
implementing multi-node applications on current HPC infrastructures
[32, 37]. It is a specification of programming interface and its behaviour.
There are many implementations, including the most popular ones -
OpenMPI, Intel MPI or MPICH. The usual approach is to implement
single node parallelization using the selected model of choice and
using MPI for inter node communication. A newer version of the
standard – MPI-2 defines functionality for dynamic spawning of tasks
and single direction communication [44].

Intel Thread Building Blocks (TBB) is a C++ runtime library which
uses templates to abstract common low level APIs (POSIX threads,
for controlling threads on various platforms [55]). It implements a
work-stealing scheduler and its recent version is available as an open
source project.

OpenMP (OMP) provides an abstraction of various threading APIs
through a set of preprocessor directives and a C library [38]. It is
developed in a consortium of significant computer hardware and
software companies and driven by its review board. It uses a fork-join
model through explicit specification of parallel regions of the code.
Its current version supports task specification, SIMD constructs [38].
Accelerators are supported by the offload construct. It is supported by
major C/C++ and Fortran compilers. As a language extension, it has
to be supported by the language compiler, hence its extension can be
tedious.

OpenCL is a language and a toolset based on subset of C++14

specification. It is developed as an open standard within the Khronos
Group consortium. It sees the heterogeneous system as a set of devices,
which takes care of the computation and a host, which deals with I/O,
data transfer and synchronization. It is a rapidly developing industry
standard, a majority of current hardware is supported to a certain
degree, including digital signal processors (DSPs) FPGAs [74].

OpenACC is yet another set of preprocessor directives for C/C++
and Fortran family of languages. It targets primarily systems with
multiple GPUs or similar accelerators. Its model is similar to the

31
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OpenCL’s as there is a host (CPU) which drives the computation
and one or more devices with its own memory space. The directives
are used to mark parts of the code to be offloaded to the device. It
encourages the user to handle memory updates between the host and
the device by providing explicit constructs. Its design is based on
OpenMP, hence there are many similarities [90].

5.2 emerging models

OmpSs is a model developed by the Barcelona Supercomputing Center
[18, 56] targeting general heterogenous architectures. It is task-based
and its high level interface is based on OpenMP directives. It uses
thread pool instead of standard OMP fork-join model, therefore there
is no need for explicitly defined parallel sections. There are also con-
structs that allow expression of data dependencies. The model uses
custom compiler and supports many common architectures (GPUs,
Intel CPUs and MIC or ARM based cores). The model is publicly
available and its authors encourage users to propose extensions and
furthers optimizations. This model may be suitable for further experi-
mentation.

Charm++ is a model developed by the Department of Computer
Science of University of Illinois. It focuses mainly on portability of
complex parallel applications. It is based on C++ language, and its
main concept is decomposition of a parallel task to a set of inde-
pendent entities called chars that can communicate with each other
via messages. It has its own scheduler, fault-tolerance mechanisms
and also tools for specification of custom control flows. A goup of
researches from LLNL successfully demonstrated its viability in [37].

XCelerit is a proprietary software development kit for Monte Carlo,
Finite-difference and Lattice-based methods. It mainly focuses appli-
cations in the computational finance field and targets several architec-
tures, including GPUs and Intel MIC accelerators. Authors claim less
than 1,5% overhead, although tested on single use-case [12, 13, 45].
The high-level interface of the SDK is based on C++, which is used to
describe sequential version of the algorithm and, to some level, data
flow model. The SDK then generates optimized code for the selected
target platform. Its implementation is closed source, thus unsuitable
for further optimization. This is also a commercial solution, therefore
it illustrates a certain demand for this type of programming models.

XKaapi is a runtime system intended for general task-based par-
allelization on heterogenous HPC infrastructure (CPUs and GPUs).
Its high-level interface is available in several languages (C, C++ and
Fortran). It differs from the other models by introducing a work steal-
ing scheduler optimized for GPUs and asynchronous task execution
model. The authors demonstrate its capabilities on two dense linear
algebra algorithms - matrix dot product and Cholesky factorization in
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its high-level C++ interface. Performance of several execution modes,
including combination of various types of resources is demonstrated.
Obtained performance metrics are superior compared to previous
attempts of the same group to use static scheduling. This software is
publicly available under the CeCILL-C license, therefore it is suitable
for further study in this work.

5.3 parallel scalability

So far, we have discussed hardware and software means used to
enhance the parallel performance. This section discusses important
metrics used to determine parallel program performance and laws that
govern it. The first task in creation of a parallel program is decompo-
sition, which usually refers to a process in which the whole program
is broken down in order to determine the smallest independent tasks
which can be run concurrently.

Naturally the more computing resources are available, the faster the
program should run. This metric is called speedup and is the integral
metric in the HPC. It says that the run time of a parallel program is
inversely proportional to the amount of available computing resources.
If we use twice as much CPU cores for a program run, ideally its
running time should be decreased two times. Such program is scalable.
The speedup [16] is determined as

S(n) = T(1)
T(n) (5.1)

where S(n) is speedup achieved on n processor cores, T(1) is pro-
gram run-time on a single core and T(n) is the run-time on n cores.
The Equation 5.1 describes an ideal situation, however, in real world,
the scalability can be hindered by a fact that only a minor portion
of the program runs in parallel and the remaining time is spent run-
ning only sequential code on single core. This problem is known as
Amdahl’s law which describes speedup [16] as

S(n) = TS+TP

TS+
TP
n

≤ T(1)
TS

(5.2)

where TS is time spent in the sequential part and TP time spent
executing the parallel part on n cores. For example, if the application
spends 20% of time running sequential code, the speedup described
by Equation 5.2 cannot exceed 5 [16]. There are many other factors
affecting scalability, like communication overhead which is important
in the current distributed memory systems and proper load balancing
of the parallel work. The load balancing factor can be significantly
improved by adjusting the scheduler and its parameters available in
the selected parallel programming model.
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6
R A I N FA L L - R U N O F F U N C E RTA I N T Y M O D E L L I N G

This chapter describes application of the Monte Carlo method in the
hydrology domain. The method is applied on Rainfall-Runoff (RR)
models used in the Floreon+ system to estimate uncertainty in their
output in order to provide confidence intervals [77]. The confidence
intervals are further used as input to a hydrodynamic model which
is used to simulate possible water overflow from the river basin. My
contribution in this field is design and implementation of the method
itself and a HPC execution framework which enables this method to
be used with various other RR models of the same type [26, 43]. The
framework has also been used as an use-case application in the FP7

project HARPA [62].
A brief domain introduction is provided along with motivation and

related state of the art in the field in Section 6.1. Description of the
MC application is in Section 6.2, its implementation and integration
in the execution framework is in Section 6.3. The following Section
6.4 contains verification and scalability experiments. Extensions of the
modelling framework with methods for RR model calibration and
what-if scenario execution are described in the Section 6.5. Automatic
execution of the method in the Floreon+ system supported by the
High-End Application Execution Middleware (HEAppE) framework is
also described [77].

6.1 domain introduction

Rainfall-Runoff modelling plays a significant role in the disaster man-
agement process. It describes a natural process in which the rainfall is
transformed to runoff in a given watershed area. Depending on level
of complexity, the models can take into account various properties of
the river basin, such as its geological, physical or topological parame-
ters. It can be used to model and predict outflow from a river basin
during a storm which brings heavy rainfall. The data provided can be
further used as an input to hydrodynamic (HD) models which are used
to model the possible extent of the inundation. Simulation results can
be used by municipal authorities and emergency services for better
coordination of evacuation and rescue operations. The models can
simulate behaviour of the watershed for a given time span divided by
a given number of time steps. Resolution and length of the interval
depends on availability and precision of the input data [2].

Current weather shows signs of increasing volatility swinging from
long dry periods to powerful storms which often bring heavy rainfall
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resulting in serious flash floods. Hydrologists interpret results pro-
vided by a meteorologic models to get insight in the evolving situation
and to create forecasts. They can use combinations of different input
data sources and parameters of the model in order to run a number
of what-if scenarios. As the models are only approximations of the
real world processes, their precision is affected by a number of uncer-
tainties originating from the model itself, its parameters and from the
input data source. These can be modelled using a Monte Carlo run of
many instances of the model, where its parameters are sampled from
predetermined distributions.

In order to execute this approach efficiently, a considerable amount
of computing power is necessary to obtain results of a MC based
simulation which simulates the possible uncertainty. This is important
especially in anticipation of heavy rainfall or during an ongoing flood
episode where the most current results have to be available as fast as
possible.

The RR simulations can be executed efficiently by leveraging highly
parallel nature of modern HPC systems. Its execution can be driven
by a system running on conventional cloud computing infrastructure
through an interface layer [77] which provides communication in-
terface with the HPC cluster scheduler. The system then provides a
convenient web-based user interface that uses GIS technologies which
can be used by external users (hydrologists, firefighters, etc.) who can
set up and run their own RR simulations without the need to access
the HPC infrastructure directly.

An example of such system is the Floreon+ which combines data
from various domains such as meteorology, hydrology, traffic or pollu-
tion monitoring and provides a web-based user interface which can
be used to execute various simulations and what-if scenarios which
are computed on a HPC cluster [77]. Screenshot of the interface is in
the Figure 6.1.

In this work we use two semi-distributed RR models. The Math1D
model is an experimental in-house semi-distributed model. It uses the
SCS-CN method [2] for transforming rainfall to runoff with its two main
parameters – initial abstraction Ia that defines the amount of water in
the soil at the start of the simulation, and curve number CN approxi-
mated from the hydrological soil group, land use and hydrological
conditions of the modelled catchments. The contribution from river
segments to a sub-basin outlet is computed using the kinematic wave
approximation parameterized by the Manning’s roughness coefficient N,
which approximates physical properties of the river channel [84]. The
unit hydrograph method can also be used to model transformation
of excess precipitation to surface runoff. It is written in C++ and uses
standard XML and CSV file format for handling data.

HEC-HMS is the second RR model, developed by US Army Corps
of Engineers and distributed as a free-to-use Java application with
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Figure 6.1: Screenshot of the Floreon+ web-based user interface with traffic
monitoring and hydrology domain shown. (https://floreon.eu)

computational routines implemented as native dynamic library called
via the Java Native Interface. It uses a custom binary data format
called HEC-DSS designed for handling sequential time series data.
It offers more methods for modelling individual elements of the RR
process compared to Math1D [22].

6.1.1 Related work

Evaluating uncertainties in RR models is not widely spread in practice
and it is rather an academic task. The main reason is a high complex-
ity of techniques required for running these analyses. Many studies
investigated the impact of the uncertainties on RR modelling[51, 92].
Errors in model inputs such as rainfall introduce significant errors
in model parameters but there are a lot of other different sources of
uncertainty in RR modelling – catchment averaging of rain gauge data,
model calibration, representation of inflows with no available data,
representation of antecedent conditions, rainfall forecast, rain gauge
density and distribution.

There are many techniques for solving uncertainties, however most
popular are the classical Bayesian approaches based on Monte Carlo
method [17]. Generalized Likelihood Uncertainty Estimation (GLUE)
method [3] and genetically adaptive multi-objective method (AMAL-
GAM) [86] are examples of different widely used uncertainty tech-
niques.

The method proposed in this work models the input forecast data
error by non-parametric methods using kernel density estimation.
This approach is useful due to the fact that no prior knowledge about
the forecast error probability distribution is needed and only general
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assumptions about its properties are made. However, the trade-off is
a time-expensive generating of input data sets and model execution
as the resulting confidence intervals are obtained via Monte Carlo
simulation with considerable amount of samples.

6.1.2 Rainfall-runoff process

Accurate estimate of runoff from rainfall is one of the most important
parts of the flood prediction process. Visualisation of the natural water
cycle is in Figure 6.2. Runoff is usually defined as water that flows over
the soil surface toward the catchment outlet rather than infiltrating
into the soil [2, 84] and is divided to the following elements:

• Baseflow -– runoff from the ground water,

• Interflow -– water that runs below the soil surface but does not
reach the level of the ground water,

• Overland flow -– water flows across the soil surface.

The process is affected by many factors, e.g. basin properties such
as basin size, basin shape, stream meanders, slope, roughness or soil
properties, including soil texture and composition. For all parts of the
rainfall-runoff process, different modelling methods are usually used.
These methods and their parameters are able to describe elements of
the process with varying levels of precision.

The purpose of RR models is to describe the rainfall-runoff process
of the given catchment. The model inputs usually consist of physical
parameters (e.g. topography, loss coefficients) and weather conditions
(e.g. rainfall intensity) of the examined area. Standard output of the
model is the surface runoff hydrograph which is available for every
computational unit (sub-basin in the case of semi-distributed models).

In general, we can divide RR models into three main groups:

• Lumped models describe the catchment as a single value with a
single rainfall input.

• Semi–distributed models are based on a geomorphologic approach.
These models are focused on efficient description of the drainage
system. The main computational units are sub-basins.

• Distributed models divide the whole catchment into fine-grained
cells (mostly regular raster cells) and each cell has its own pa-
rameters and inputs. The computation is then performed for
each cell and also depends on the neighbours of the processed
cell.

Both RR models (Math1D, HEC-HMS) used in this work fall into the
Semi-distributed category. Additional categories of models are described
in [4, 84].
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Figure 6.2: The natural water cycle

6.2 monte carlo uncertainty modelling in rainfall-
runoff models

An online flood prediction process implemented in the Floreon+ sys-
tem is shown in Figure 6.3. In this context, the models are used to
predict the outflow from the river based on forecast precipitation
provided by a meteorologic model such as ALADIN [21]. Initial pa-
rameters of the models are set by hydrologist at the beginning and are
calibrated using historical measured data from precipitation gauges
and river monitoring stations. A single simulation is then executed us-
ing the calibrated parameters followed by a hydrodynamic simulation.

The next step is the uncertainty simulation which begins by sam-
pling the probability distribution of the individual model parameters.
The simulation is executed in parallel for each sampled set of param-
eters. Results are gathered and processed to create a set of inputs
for the following hydrodynamic simulation (Figure 6.4). Summarized
results of the RR and HD simulations are stored for visualisation in
web-based application front end.

Using the results from RR models as inputs to the HD models also
opens several additional options to enhance the resultant inundated
area simulations. One of them is the idea of propagating selected
RR uncertainty results to provide probabilistic information about
possible extents of the flood. In this way, it is possible to incorporate
uncertainty results to the HD models in a way that only executes a
small number of HD simulations. If for example the user of the system
is only interested in the best-case, average and worst-case scenario,
exactly 3 HD simulations are executed based on the 5%, 50% and 95%
percentiles from the RR uncertainty results. This approach does not
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Figure 6.3: Online Flood Prediction Process

Figure 6.4: Hydrodynamic simulation output with uncertainty
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take into account specific uncertainty of other hydrodynamic model
parameters, but is less computationally demanding and provides a
faster response with a lower number of computing resources.

Figure 6.4 shows an example of such simulation with 5 selected
uncertainty percentiles for one time step. The lighter colour depicts
lower probability of flooding of the given area and vice versa. The
darkest parts of the map highlight simulated areas that could be
flooded with a 95% probability. The lightest parts of the map show
simulated areas with only a 5% probability of flooding.

Input space of RR models consists mainly of two parts. The first part
is the catchment parametrisation, which consists of various fitted pa-
rameters such as Manning’s roughness coefficient [2, 22] or CN curve
number (SCS-CN method) [2, 22]. Spatial and physical properties of
individual parts of the modelled catchment are usually approximated
by dividing the catchment to a number of sub-basins and channels.
This division assumes that each different part of the catchment has
homogeneous physical properties parametrized by the mentioned
parameters. Values of these parameters are usually based on expert
estimation or are estimated by calibration. Probability distributions
of the catchment parameters are hard to estimate due to a lack of
any measured or referential data. Therefore only assumptions about
their probabilistic properties can be made. Our uncertainty modelling
framework allows usage of known probability distributions such as
Gaussian, uniform or triangular for sampling of the parameter values.
Parameters of these probability distributions are set as percentage
from the original value of the modelled catchment parameter.

The second part of the RR model input space are the meteorological
data (rain, temperature, air humidity, . . . ), which can be either mea-
sured or forecast. The meteorological data has a much larger influence
on the output of RR simulations and their possible uncertainty can sig-
nificantly affect the precision of the RR simulations output. A common
source of forecast meteorological data are numerical models (such as
ALADIN [21]), which usually work with a grid with a given spatial
resolution. In our flood prediction solution we are mapping the grid
data to a set of meteorological gauges scattered over the catchment
area. Each meteorological gauge then belongs to a given subsection of
the approximated catchment area.

Our method mainly focuses on uncertainty modelling of the precip-
itation forecast data since this is the most sensitive parameter of a RR
model. Probabilistic properties of its error can be estimated by compar-
ing the historical forecast data with historical measurements. By using
statistical analysis, probability distribution of the precipitation forecast
error can be estimated. Our approach uses a kernel density estimation
non-parametric method [94]. Example of the estimated distribution is
in Figure 6.5.
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Figure 6.5: Estimated forecast error density for three precipitation intervals

The method provides cumulative probability function curves, which
are then used for sampling of the precipitation forecast error. Discrete
points of the cumulative density function are stored in a binary tree
in which keys are the actual probabilities p ∈ (0, 1) and values are
forecast error values in mm/h. Canonical probability p is generated
by using a pseudo-random number generator. Binary tree search is
performed using the generated probability and the two nearest forecast
error values are selected. The final forecast error sample is obtained
by interpolation between the two obtained points from the binary tree.
Individual sets of the forecast input precipitation are then generated
by adding sampled error values to each of the input precipitation
values.

6.3 implementation

Uncertainty modelling and calibration have big impact on the accuracy
and scope of information provided by the online flood monitoring
and prediction process, but this integration places several limitations
and requirements for their implementation and operation. As the
Floreon+ system uses several models to lower the impact of their
individual weaknesses and provide better results, both methods have
to be implemented for all used models. At the same time, the online
flood prediction process has to provide its results quickly to be of any
value to the emergency and rescue services.

Fortunately, both described methods are universal in the domain of
semi-distributed RR models and possibly in other similar domains and
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Figure 6.6: Main class structure of the simulator framework

it is possible to use them in the same way for different models with
different parameters. At the same time, their execution times can be
decreased by creating their parallel implementation and deployment
to the HPC infrastructure. This leads us to the idea of creating an appli-
cation framework that would enable us to generalise the execution of
all supported models and use these models in modular simulators im-
plementing various methods (uncertainty modelling, calibration, etc.).
The mentioned methods can then be implemented and parallelised
independently on the model and deployed to the HPC cluster. The
models themselves can also use a fine-grained optimizations which
do not depend on the execution environment.

The main objective of this framework is to create a common interface
for initialization, execution and gathering of simulation results for
different implementations of RR models. These models usually share
common input parameters such as catchment schematisation and
hydro-meteorological data but their application programming interfaces
(API) and implemented modelling methods differ. The framework
hides these differences behind a layer represented by the ModelAdapter
class as shown in Figure 6.6.

The abstract ModelAdapter class contains a configuration for the
currently used model (e.g. information about the model executable,
specific internal parameters, log files, etc.) and three main abstract
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methods – ImportParametersToModel(), RunModel() and SaveResults().
Each specific subclass of this abstract class provides the implemen-
tation of these methods for specific model, e.g. HecHmsModelAdapter
implements the interface for the HEC-HMS model.

The second layer of the framework is the Simulator abstract class
and its subclasses. This layer contains implementation and parallel
execution of modelling and simulation methods used in the Floreon+

system and uses the model abstraction layer for their execution. Each
Simulator subclass contains a configuration of the specific method
(e.g. the number of Monte Carlo samples for uncertainty, calibrated
parameters for calibration, etc.), data storage information with model
schematization parameters, storage with dynamic input data, stor-
age for results of the model and implements a single method called
RunSimulation(). The specific model data storage is also abstracted to
enable processing of data in different formats and sources (e.g. files,
databases, etc.).

6.3.1 Parallel programming model

The framework is implemented using the C++ programming language
as it is well supported by common tool chains available in the HPC
environment. It also allows the use of highly optimized libraries like
Intel MKL or parallel models like OpenMP and MPI. Parallel execution
is present on several levels in the framework. The lowest level are the
models itself. The Math1D model is sequential, even though there
are opportunities for optimization, at the time of writing this work,
the model has already been marked as obsolete and phased out of
production. The HEC-HMS is multi-threaded and uses proprietary
parallel execution strategy [22].

The method described above in Section 6.2 has three consecutive
phases. The framework makes use of MPI for multi-node execution.
It uses standard master-slave model, where one process drives the
synchronization points and creates tasks sent to the slave processes.
In the first phase, the distributions are sampled and input data sets
for the models are created according to the configuration. It can be
selected which parameters are subject to uncertainty modelling, which
distribution to use and its parameters. The total amount of samples is
evenly distributed across the MPI ranks where each rank generates its
portion of samples in parallel using OpenMP.

The generated data sets are then passed to the model. The Math1D
model has native C++ API which can be directly used from the frame-
work. Its data are passed in memory with minimal overhead. The
HEC-HMS model has to be executed as an external process as it does
not have API which could be directly used from within the framework.
It can be scripted using external Python scripts. The generated data
sets are exported to an intermediate format and stored on a filesys-
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tem. Input and output of the data is handled by an external utility
HEC-DSSVue which is distributed with the model.

The third stage of the method is the gathering of the results and
post-processing. This is done again via collective MPI calls and data
are processed on the master rank using Vector Statistics Library which
is a part of the Intel MKL. In this stage, percentiles and other variable
characteristics are determined for each simulation time step.

Generation of parameters and execution of the model is again using
MPI for communication and synchronization. In the case of uncer-
tainty simulation execution with more than one MPI rank, the total
number of generated sets is evenly distributed between individual
ranks. Each rank then generates its own parameter set as sampling of
the distributions is entirely independent. However, pseudo-random
generators are used to draw values from the distributions, so cor-
rect seeding of the generators is necessary to avoid drawing from
overlapping sequences in different MPI ranks. In this case, the imple-
mentation uses a so-called "leapfrogging" technique which essentially
seeds the RNG so that it skips a given amount of values in the pseudo
random sequence. Results of the percentile selection are then stored
by a specific implementation of the DataStorage class.

Execution of the simulations is rather straightforward. Model pa-
rameter sets are imported into the model’s own representation and
simulation of the model is executed. Each MPI rank then runs its own
number of simulations. Individual runs of the model on a single rank
can be further parallelised by running multiple model instances in
multiple threads, but this option is currently only available for the
Math1D model that is executed concurrently 16 times on each node –
1 model execution for each available CPU core. Separate runs of the
HEC-HMS model for a single MPI rank are sequential. After all simu-
lations are finished, the results are converted from model-dependent
representation to abstract representation recognized by our frame-
work. Results are then gathere via MPI on the master rank, which
then selects given percentiles.

6.4 experiments

Rainfall-runoff simulations were performed for a catchment area of the
Ostravice river located in the Moravian-Silesian region of the Czech
Republic. Simulations were executed with hourly precipitation data
from a selected 7-day time frame. In the first 5 days, the observed data
was used only with parameter uncertainty applied. In the last 2 days,
rainfall ALADIN forecast is used and its uncertainty is modelled by
the methods described in previous sections.

The time period of the data is between 12–19 May 2010, during
which a major rainfall event occurred in the modelled catchment
and its influence on the water flow is clearly visible. Different line
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Figure 6.7: Simulation of the precipitation forecast uncertainty using 30 000

Monte Carlo samples

types in the output hydrographs show percentiles selected from the
simulation output. All hydrographs show simulated water discharge
on the catchment outlet located in the city of Ostrava.

6.4.1 Uncertainty of the ALADIN forecasts

The following simulations were performed using estimated probabil-
ity distribution of the precipitation forecast. The boundary between
observed precipitations (5 days) and forecast precipitations (2 days) in
output hydrographs is marked by a black vertical line.

The selected percentiles in the simulation on Figure 6.7 tend to have
higher values than the original simulation [26]. Generated samples for
the Monte Carlo simulations followed this identified distribution and
provided a more precise estimation of the resulting river discharge.

6.4.2 Schematization parameters

The next experiment was focused on the uncertainty simulation of
selected model parameters. However, used probability distributions
are based only on expert assumptions and not on real data. The main
purpose of this simulation is to look at possible effects of predictable
changes of the parameter values on the simulation output.

6.4.3 Scalability

A strong scalability experiment was executed for different amounts of
samples. Duration of the individual runs is shown in Tables 6.1 and
6.2 in the Appendix. The experiments were executed on the Anselm
supercomputer operated by IT4Innovations [35] consisting of 209 com-
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Figure 6.8: Simulation of the CN number, Manning’s coefficient and precip-
itation forecast uncertainty using 75 000 samples with uniform
distribution of the parameters, 20% deviation

pute nodes, each running one MPI process with 16 OpenMP threads
available. The experiments were executed using the Math1D model,
thanks to a fact that HEC-HMS model is not very well parallelized
and its usage imposes a significant amount of overhead related to data
conversion.

Individual runs of the model during the uncertainty simulation are
independent of each other and most of the MPI communication occurs
at the beginning of the simulation during scattering of the input data
chunks to running processes and at the end during gathering of the
final results. Variations of the speed-up factor can be attributed to
different utilization of the internal cluster network and variations in
the run-time environment during the execution of the experiments.
Figures 6.9 and 6.10 shows scalability and speedup up to 192 CPU
cores (12 nodes of the Anselm cluster) which gives us around 500

seconds of run time with the highest amount of samples (10 000). The
time is sufficient enough given the fact that precipitation forecast is
computed every 6 hours in our case.

6.5 use-cases

This work has been subsequently used in two use cases. It has been
integrated as a part of the Floreon+ system and used as a demo
application in FP7 international research project HARPA.

6.5.1 Floreon+

The Floreon+ system runs the execution framework on a HPC cluster
using the HEAppE framework which serves as a bridge between the
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Figure 6.9: Scalability experiment executed on Anselm cluster with Math1D
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Table 6.1: Scalability of Rainfall-Runoff uncertainty simulation on Math1D
run on Anselm cluster (2-6k samples)

Samples CPU cores Time (s) Speedup

2,000

16.00 984.47 1.00

64.00 255.35 3.86

128.00 131.17 7.51

192.00 92.16 10.68

256.00 69.14 14.24

320.00 61.29 16.06

384.00 52.77 18.65

448.00 45.82 21.48

512.00 38.00 25.91

4,000

16.00 1,960.75 1.00

64.00 501.22 3.91

128.00 259.84 7.55

192.00 175.26 11.19

256.00 135.96 14.42

320.00 112.61 17.41

384.00 96.75 20.27

448.00 82.61 23.73

512.00 74.17 26.44

6,000

16.00 2,939.19 1.00

64.00 747.90 3.93

128.00 383.32 7.67

192.00 265.76 11.06
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Table 6.2: Scalability of Rainfall-Runoff uncertainty simulation on Math1D
run on Anselm cluster (6-10k samples)

Samples CPU cores Time (s) Speedup

6,000

256.00 202.89 14.49

320.00 164.53 17.86

384.00 140.84 20.87

448.00 125.63 23.40

512.00 110.53 26.59

8,000

16.00 3,916.39 1.00

64.00 999.66 3.92

128.00 511.20 7.66

192.00 348.36 11.24

256.00 269.77 14.52

320.00 222.29 17.62

384.00 184.85 21.19

448.00 161.91 24.19

512.00 146.08 26.81

10,000

16.00 4,888.78 1.00

64.00 1,246.85 3.92

128.00 640.10 7.64

192.00 439.68 11.12

256.00 337.77 14.47

320.00 276.13 17.70

384.00 237.35 20.60

448.00 207.08 23.61

512.00 183.45 26.65
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cloud infrastructure and the HPC infrastructure [77]. The system uses
the framework in two modes. The first one is the automatic mode
which runs the RR models in a sliding 7 day window. This window
is composed of 5 days of measured rainfall and 2 days of rainfall
forecast. The values have a given time resolution, typically 1 hour. The
simulation is executed in the shortest interval possible, typically 10

minutes or as soon as new data of any kind is available. Results of
the simulation, including post-processed results of the uncertainty
simulation, are stored in a database and visualised on demand in the
web-based front end of the system.

The second mode is the what-if simulation. This mode runs a set
of on-demand simulations each with a different set of parameters.
The target user group are scientists and hydrology experts who can
execute different flood scenarios and observe their behaviour in a
given region by directly affecting the model parameters. The sets are
generated using inputs provided by the user in the front-end. Results
can be visualised and compared in the front-end interface.

6.5.2 HARPA

Implementation of the proposed uncertainty simulation method was
also used as an use-case application in the FP7 project HARPA (Har-
nessing Performance Variability) [93]. The goal of this project is to
develop a system which will offer performance guarantees for applica-
tion running on a target computational platform while conforming to
a multi-criteria objective. These objectives can include power or time
limits, reliability of the platform, temperature constraints and oth-
ers. Integration of the framework and experimental results obtained
during the project are published in [57–62, 83, 93].

The developed system is called Barbeque Run-Time Resource Man-
ager (BarbequeRTRM). It implements an abstract execution model
which exposes several functions which have to be called during the
application lifetime. Using this interface, the system can dynamically
affect the application behaviour by changing its parameters accord-
ing to a pre-defined list of operating points (recipes) which describe
the relationship between application parameters and the amount of
resources required to satisfy a given goal. The manager has access to
the system metrics (load, free memory, network bandwidth, etc.) and
hardware monitors (temperature, voltage, power, etc.).

The uncertainty simulation has been executed in a number of exper-
imental scenarios. The first one specified two operation modes of the
Floreon + flood prediction back end. The standard mode assumed that
the weather is good and there are no incoming storms reported. In
this case, the number of samples is reduced and the manager allocates
the smallest possible amount of CPU cores in order to complete the
simulation in a given time limit. Another mode is the emergency mode,
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where all available CPU cores are available for the computation at the
cost of increased power consumption.

It is necessary to remark that using systems which make time
vs. energy trade-offs only at CPU node level are insufficient in the
HPC cluster context. Clusters typically have a sizable management
infrastructure which consists of storage nodes, networking hardware,
accounting, monitoring and database servers all of which consume
a considerable amount of energy and its consumption can not be
reduced at the user level. Cooling and energy backup infrastructure is
also an integral part of a HPC cluster and also accounts for significant
portion of cluster energy consumption. Therefore, approaches based
on dynamic selection of operating points are definitely useful on
platforms where power is scarce (IoT), however their efficient usage in
current HPC context needs much deeper hardware support and finer
controls.



7
P R O B A B I L I S T I C T I M E - D E P E N D E N T R O U T I N G

This chapter describes Monte Carlo based approximation of the stochas-
tic routing problem. Its solution can for example be used in traffic
management systems to optimize traffic in a city or in time-dependent
implementations of the vehicle routing problem (VRP). My main contri-
bution to this work was an implementation of the proposed application
of the MC method and its optimization for HPC infrastructure [28].
The code was integrated to an enhanced server-side routing pipeline
developed as a part of the ANTAREX project [72]. I was responsible for
the integration of several tools developed within the project into the
routing pipeline code [46]. Namely domain specific language LARA
[29] and mARGOt autotuning framework. I was also responsible for
designing and execution of the experiments for the finalisation of the
ANTAREX project. My other contributions in this area were designing
and implementation of a web-based dashboard application used to
monitor and benchmark the routing service [30].

A brief domain introduction is provided, including formalization
and description of similar problems. An integral part of this work is
the implementation of the probabilistic time-dependent routing (PTDR)
algorithm and its optimization for the HPC infrastructure. The algo-
rithm has been integrated in routing pipeline as part of an experi-
mental traffic navigation service deployed on a HPC cluster. Results
obtained from traffic simulation using the experimental pipeline are
also presented. This work was used as an use-case application in the
H2020 project ANTAREX. Tools developed in the project contribute to
efficient operation of the service.

7.1 introduction

Traffic navigation is one of the great examples of applied theoretical
research. Dijkstra’s algorithm is the most basic one used for finding
an optimal path between two locations in a road network. Apart from
single navigation between two points, these algorithms are used in
various systems for solving larger optimization problems, like route
planning for a fleet of package delivery vehicles, waste collection
management or traffic optimization in a smart city [81].

Traffic navigation can be formulated as a problem of finding path
between two vertices in a graph. The road network can be described
as a weighted and oriented graph G = (V, E), where vertices V =

{v1, v2, . . . , vn} represent junctions and edges E = {e1, e2, . . . , em} rep-
resent the individual road segments. In a static graph, there is also a

53
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function f : E ↦→ R which assigns each edge a weight w. A path in a
graph is a sequence of vertices connected by their adjacent edges be-
tween two vertices called origin o and destination d such that o, d ∈ V
and o ̸= d.

The optimality of a selected path depends on the weighting function
of the graph. The shortest path is based on geographical distance
between two adjacent vertices of a graph, therefore the weighting
function assigns each segment its length according to its geometry.
However, users of a traffic navigation often require a path which will
take the least amount of time. Such a path does not necessarily need
to be the shortest one. Due to the inherent properties of traffic it can
vastly differ from the shortest one, especially in the context of large
cities. Speed on the road segments can be affected by various elements,
such as accidents, weather, traffic congestion, road work and so on.

It can be derived from observation of the road network state over
time. There are various instruments available for traffic monitoring
such as traffic cameras, induction coils at junctions, toll gates, GPS
monitoring and so on. Even though these instruments are becoming
more and more widespread, the coverage of the road network is still
not optimal. Heterogeneity of the instruments impose additional prob-
lems with data processing, normalization and actual representation of
the observed data.

In the most basic case, mean speed for each segment is derived from
such data. However, this still does not reflect the dynamic properties of
the traffic. It has been shown that speed on a segment can be described
by a random variable with given probability distribution [24]. Inherent
property of traffic is that it is spatially and temporally dependent.
The first case describes how single event on one segment can affect
speed on many other segments. The second case describes periodic
events which occur in traffic, such as morning traffic peak, weekends,
holidays or special events.

Literature therefore recognizes these types of graphs:

• Static - weights described by single value of length, speed or
time

• Stochastic - each segment has a probability distribution of speed

• Stochastic time-dependent - multiple distributions defined for sin-
gle time interval and single segment

Stochastic time-dependent graphs allow to specify more precise
navigation objectives which can work with a notion of path reliability.
Typical reliability measures recognized by literature are the following.
[91]. The first one is maximization of the on-time arrival probability.
This objective has a realistic use-case for example in a situation when
the user wants to determine reliable time of departure required to
catch a plane or be at meeting on time with maximal probability. Given
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a time budget as a parameter, the reliable path in this case guarantees
that the destination is reached on time.

The second objective focuses on percentile travel time. The reliable
path for this objective is parameterized by the confidence level α ∈
(0; 1⟩. Such a path has an estimated travel time with probability higher
or equal to the α. This path is often described as a risk-aware path,
since lowering the α parameter increases the risk of travelling a longer
time than expected (even though the path can be physically shorter
that other reliable path).

7.1.1 Related work

Computation of travel time distribution on a path belongs to a well
known class of problems related to optimal routing in stochastic
networks. The problem can be seen as an attempt to maximise the
probability of arrival within a certain time budget. There are two
formulations of the problem. The first one is commonly referred to
as the Shortest path with on-time arrival reliability (SPOTAR). In this
formulation, the optimal path is selected from a set of known paths
[48] for which the distribution of travel time is computed [48, 52]. A
pseudo-polynomial heuristic for SPOTAR is presented in [52] which
has a run time of several seconds on the presented benchmark data.
In case of normally distributed travel times on the edges, a poly-
logarithmic algorithm exists [54] although no practical implementation
is presented.

Another formulation of the problem is called Stochastic on-time
arrival (SOTA) which determines the optimal path by establishing a
routing policy. Samaranayake et al. proposes several implementations
of approximate algorithm which relies on Fast Fourier Transform
used on discrete distributions of the edge traversal times. Although
practical algorithms are proposed and concrete numerical experiments
are presented, where optimal paths have been obtained, run time of
the algorithm is in the order of minutes which is still unsuitable for
real time usage. A promising implementation on the GPU is presented
in [1] and precomputation technique based on arc-potentials is later
presented in [53].

In the context of the traffic optimization, our algorithm can be
seen as an approximation of the SPOTAR problem. The paths are
predetermined in the first step, by the k alternative paths algorithm,
which uses a common shortest path algorithms like Dijkstra or A* and
is out of the scope of this work. Then for every path selected with
the first step, the computation of the travel time is done using the
Probabilistic Time Dependent Routing, and in the final step the best
road is chosen according to those distributions.

The main difference of our algorithm is gives thanks to the usage of
the probabilistic speed profiles which can be derived from the actual
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data [79] compared to the theoretical research which usually works
with continuous distributions. This allows us to implement the PTDR
algorithm which can be in turn used in an on-line traffic navigation
service. It is also hard to compare the different approaches since
the implementations and benchmark data sets are not public. Each
research group can also use completely different map data sources
which would have to be normalized prior to any meaningful compar-
ison. Therefore, we decided to verify our approach by comparing it
to a baseline Dijkstra algorithm which does not work with stochastic
properties of travel time using our in-house traffic simulator.

7.1.2 Stochastic time-dependent graph

Distributions of travel time for the individual segments are derived
from traffic monitoring data and other data sources. In this work we
call the distributions probabilistic speed profiles or simply, profiles. Our
definition of a stochastic road network is similar to the definition
described by Miller-Hooks [48], with the exception of travel times,
which are defined by values of speed with given probability valid
within a certain time interval.

Let Gs = (G, T, P), where G is the original static graph, T be the set
of possible departure times such that T = {t : t = n · ϕ, n ∈ N} and P
set of the probabilistic speed profiles, where each profile is associated
with a particular edge and particular time of departure. The length of
the interval ϕ is determined by the input data from which the profiles
are derived.

Each profile p ∈ P is essentially an empirical CDF of travelling
speed Pt

E(s) = P(S ≤ s) valid for a time interval t and assigned to a
road segment represented by a graph edge E. The distribution support
points are represented by pairs of speed and probability. The number
of values depends on the method used for deriving the profiles from
historical traffic monitoring data. In our case, the number of values
correspond to the so-called levels of service (LoS) which can be related
to subjective perception of quality of the traffic flow.

It is described as percentage, where 100% corresponds to free flow
speed and 0% to congestion. In our case, we use 4 LoS, therefore each
profile Pt

E. Other factors such as holidays or annual events which affect
traffic over time can be included by extending the time frame ϕ. The
number of LoS values depends on characteristics of the input data
used for creation of the speed profiles.

7.2 travel time estimation with monte carlo

This section describes the probabilistic time-dependent algorithm
based on the Monte Carlo method used as an approximation of the
stochastic routing problem. In this case, the random variable is travel
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time along a given path starting at a certain time of departure t. The
selected path can be formally represented as a sequence of graph
edges Sp = s1, s2, . . . , sn, while Sp ∈ E and n = |Sp| is the number of
road segments in the current path.

The travel time can be estimated by traversing the path segments
and sampling the respective probability speed profiles. The traversal
essentially forms a tree with the root at the starting segment and
the end segment on the leafs. Each node has l children, where l is
a number of the LoS and the tree depth corresponds to |Sp|. The
travel time can be obtained by a depth first search, while selecting an
arbitrary child node at each level of the tree. One traversal corresponds
to a single car travelling along the entire path, thus sampling the total
travel time distribution. Exhaustive search provides the best estimation
of the final distribution, however, it is inefficient for larger problems
as it scales exponentially with the number of road segments in the
path. By generating a large number of random tree traversals, enough
samples can be obtained to estimate the final distribution.

Travel times usually have a long tailed distribution due to inherent
properties of traffic [80]. The distribution tail is especially interesting
for probability estimation of rare events, such as accidents. Thus, larger
number of samples is needed to obtain sufficient precision. Since each
tree traversal is independent, this problem is perfectly suitable for
modern parallel architectures. In order to exploit this parallelism it is
necessary to know the number of travel times estimations (samples)
that are required to build the final distribution. More details about the
algorithm itself are in [78].

7.3 server-side routing service

The estimated travel time distributions can be presented to the users
together with a number of alternative paths and they can choose
the optimal path on their own based on statistics obtained from the
distribution (mean, sample deviation or percentile). Automating the
selection process can be used to optimize traffic in a given region or
entire city. We propose a server-side routing service with a three stage
routing pipeline which integrates the PTDR algorithm. The service
can be used by a client application running in the user’s smartphone.

A current notion of smart cities assumes that there is a wide range
of interconnected services working together to make the city operation
more efficient. These services can cover a wide variety of utilities like
electricity, heating, waste collection or public and personal transport.
In this work we focus on improving efficiency of the road network
utilization by introducing a server-side routing service which provides
optimized routes to all vehicles passing through the city.

The service uses a global view of the traffic network which also
includes a model of historical behaviour of the network based on
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the probabilistic speed-profiles. The global view is used by a routing
pipeline which consists of various algorithms used to determine the
best route for a particular vehicle given the time of departure. The
traffic can be affected by various sources like weather, accidents, social
events, holidays and others. The data fusion process combines data
from the various sources to create the global view used by the pipeline.

7.3.1 Pipeline stages

Figure 7.1: Three stage routing pipeline integrated to the server-side naviga-
tion service.

The routing request is the input to the pipeline visible in the Figure
7.1. It consists of the origin and destination points with optional way-
points between them. The points can be specified either by their GPS
coordinates or by a concrete routing graph node IDs. Internally, the
closest routing graph node is determined using a database which
implements spatial indexes and provides a convenient SQL interface.
Another input parameter is the departure time. Static parameters of
the pipeline are not tied to a particular routing request and are related
to the individual algorithms.

The first stage of the pipeline is the k-alternative path algorithm
which finds k paths between the supplied origin and destination points
while the first path corresponds to the optimal route provided by the
standard Dijkstra algorithm and the subsequent paths can follow a
different set of road segments depending on a static parameter which
describes the amount of an allowed difference between the paths.

The second stage is the Probabilistic Time-Dependent Routing.
Travel time estimation is performed for the k input paths. The most
important static parameter of this stage is the amount of MC samples
to be obtained in the simulation. This parameter directly affects the
amount of compute resources needed for this stage and the precision
of the output. The number of samples can be estimated using a ma-
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chine learning approach and autotuning framework like mARGOt.
Experimental integration of such a framework is described later in
Section 7.4.

For practical purposes, probabilistic speed profiles are present only
for segments which are in the the first three levels of the road hierar-
chy (i.e. motorways, main city arteries and country side motorways).
Subsequently, only those segments which are affected by the varying
traffic load have speed profiles generated. Other segments use a pre-
determined value of a free flow speed. This value and selection of the
segments is determined by the data fusion process and is out of scope
of this work.

The estimated travel time distribution is then described using a set of
sample statistics (mean, sample deviation and a set of percentiles). This
set of statistics along with the original k-set of paths is passed to the last
stage of the pipeline which reorders the paths using the supplied data
from the previous two stages along with current data from the global
view and prediction of the traffic load on the individual segments over
time. Weights of the individual paths are computed and the best one
is returned to the client as the current optimal path.

This last reordering stage is an important step in the pipeline as it
allows correct traffic flow division. It takes into account the historical
behaviour of the traffic, static data obtained from the routing graph
(path length, max. allowed speed, road classification, etc.) and current
state of the network with short-term extrapolation of the future load.
An influence of the individual elements of the reordering phase can
be adjusted by setting the corresponding weights, allowing definition
of different strategies [27].

The strategies can roughly correspond to the notion of reliable
path objectives defined earlier in Section 7.4 within the stochastic
routing problem context. Apart from weights, the strategies can also
be defined by introducing a more complicated arithmetic relations
between the individual reordering elements. Results obtained from
the full pipeline, including the reordering stage are presented in the
ANTAREX project public Deliverable 5.5 [9].

7.4 implementation and server-side routing integra-
tion

The implementation pseudo code is presented in code listing 1. The
parallel implementation is done using the OpenMP at the outermost
loop which iterates over the selected number of samples. Then the
list of segments is traversed and for each segment random travel time
is obtained by calling the ComputeTravelTime function. This function
samples the profiles and obtains a value of travelling speed. Then it
computes distance travelled by this speed in a time remaining in the
current time interval ϕ. The function needs to handle switching of
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profiles which are valid only during the time interval ϕ. The function
continues to use the subsequent profiles as long as there is a remaining
distance to be travelled on the current road segment.

Algorithm 1 Monte Carlo Simulation for the Computation of the Prob-
ability Distribution of Travel Time for Given Array of Road Segments,
Departure Time and Number of Samples

1: procedure MonteCarloSimulation(segments, td, samples)
2: for all samples do
3: t = td ▷ set time t to departure time td
4: for s in segments do
5: r = random number between 0 and 1

6: t = ComputeTravelTime(s, t, r) ▷ speed profile is
selected by r

7: end for
8: add travel time t to result
9: end for

10: end procedure

A naive approach to sampling the speed profile would be based on
generating a canonical probability p ∈ (0; 1) and iterating through the
individual support points until a speed is selected. This approach is
highly ineffective since it relies on a number of conditional jumps in
the implementation which can result in pipeline thrashing and cache
misses leading to poor performance in modern superscalar processors.
Example speed profile is in Table 7.1.

A more suitable method is known as the table method. This method
is based on quantization of the individual distribution support points
to an array of a fixed length. An example of profile encoded by this
method is shown in Table 7.2. The tables contains the probabilistic
profile for single time interval t and graph edge e. The speed values
are inserted in the array so that each value occupies a number of array
indexes determined by its assigned probability. This method is much
faster because the speed can be sampled just by obtaining the value
of a randomly selected index of the array. To obtain a speed value
from the array A a random index is selected by generating value ip ∈
⟨0; |A|), where ip ∈ N. This approach offers a significant performance
improvement at the cost of increased memory requirements and the
need for generation of the quantized array. This method has one
major flaw as the length of the quantized array directly depends on
the number of significant decimal points in probability values of the
individual support points and on the number of the support points
themselves. At a certain point, memory requirements of this method
will become too large to maintain a sufficient level of precision. This
flaw imposes a severe limitation on the way how the probabilistic
speed profiles are generated.
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Table 7.1: Raw probabilistic speed pro-
file

Speed (km/h) Probability

83.45 0.210

61.33 0.058

39.46 0.290

14.39 0.442

Table 7.2: Profile encoded by the table
method

Index Speed (km/h)

0 83.45

1 83.45

2 61.33

3 39.46

4 39.46

5 39.46

6 14.39

7 14.39

8 14.39

9 14.39

Another suitable method is known as the alias method [39]. Memory
requirements of this method depend only on the number of the sup-
port points of the distribution and are not affected by the floating point
precision. This method can be used with the support points having
arbitrary number of decimal places compared to the table method at
the cost of a longer time needed to generate the probability and alias
structures.

Intel provides an optimized version of the Intel MKL for the Xeon
Phi in its SDK and we have decided to use their Mersenne-Twister
implementation. This implementation uses vector instructions and
allows us to generate the random numbers in batches which leads to
a more efficient use of the coprocessor. In the current version of our
code, the random number generation takes only approx. 20% of the
computation time according to the Intel VTune profiler in comparison
with 90% in the previous version of the code. In case the Intel MKL is
not available on the target system, RNG from the standard library can
still be used. (std::mt19937_64). Its performance is however much
lower compared to the MKL solution, especially on the Xeon Phi
accelerator [88].

7.4.1 HDF5 storage for probabilistic speed profiles

The HDF5 file is used to store the profiles for the individual seg-
ments. It is a convenient binary storage format for structured data
[23]. The profiles for individual segments are stored as subgroups of
the root group. Each segment has one subgroup. The root group at-
tributes contain information about the time granularity of the profiles
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- the ϕ parameter and other metadata. A number of the time steps is
stored in the IntervalsPerSegment attribute of the root group. The
size of a single time step in seconds is stored in the TimeStep attribute.
The total length of time interval covered by the profiles is computed
as IntervalsPerSegment times TimeStep. The NumberOfProfiles at-
tribute correspond to a number of LoS levels used in this file.

The file contains two types of profiles. The first type are plain speed
profiles which provide just an average driving speed assigned to each
time step - data-set speed_profile. The raw probabilistic speed profile
is stored in the prob_profile data-set where odd numbered columns
hold the travelling speed assigned to the current LoS in km/h and
even numbered columns contain probability of the speed values. The
sum of the probabilities always equals to 1. Precomputed tables for
implementing the Vose’s alias method for each segment are in the
alias and probability data-sets. Simulated profiles in this format for
selected routes in Prague, Czech Republic, have been published on
Zenodo as a public data-set [66].

7.5 experiments , scalability and optimizations

The first set of experiments is focused on the algorithm implementation
alone, its verification and scalability. We have focused on optimization
for host CPU and Intel Xeon Phi accelerator. For this set of experiments
we have used profiles generated from public domain data from UK
motorway monitoring [20]. The second set of experiments deals with
integration to the traffic routing pipeline and validation of its function
using an enhanced traffic simulator. These experiments are also used
to validate the run-time optimization provided by the ANTAREX
toolbox.

An example of simulation output is presented in Figure 7.2. The
single profile simulation (top) uses a selected profile as a starting
point, then runs the simulation for the entire path. In this case, the
starting point was determined by week day (Tuesday) and time (8:00

AM). The simulation with all profiles (bottom) runs the algorithm for
all available speed profiles selected by their parameters. (i.e. days of
the week and 15 minute intervals of a single day).

The first simulation provides information about the most probable
travel time along the given path and for a selected time of departure.
Based on results of our simulation shown in Figure 7.2, it can be said
that if you drive from Sunderland to Thetford on Tuesday around 8:00

AM, you will most probably reach your destination in about 6 hours
and 30 minutes (23,200 s). By looking at results of the simulation for
all profiles in Figure 7.2, it is evident that the estimated travel time
can vary through the week, however the journey will most likely take
no more than 5 hours and 30 minutes (19,800 s).
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Figure 7.2: Travel time estimation for single departure time and all times

Various other factors involving configuration of the run time envi-
ronment can affect performance of the coprocessor. One of the factors
in our case was thread allocation strategy. Our code is parallelized
using the OpenMP standard. Intel provides its own OpenMP imple-
mentation as part of the Xeon Phi Manycore Software Stack (MPSS)
tool-chain. The library allows to choose between various thread alloca-
tion strategies by setting KMP_AFFINITY environment variable [88].

There are three main strategies. The compact strategy allocates whole
cores in blocks. For example, running 40 threads on the Phi would
use only 10 cores since a single core runs 4 hardware threads. The
scatter strategy assigns threads to cores evenly in round-robin fashion
across all cores. The explicit strategy is the last one and allows explicit
assignment of a given software thread to a particular core.

Measurements of the code scalability with the compact and scatter
strategy are presented in Figure 7.3. The scatter strategy is more suit-
able in our case since our code is memory/branch bound and running
more than 2 threads per core creates unwanted congestion during
memory reads.

Another factor involved is the cache hierarchy of the coprocessor.
The Xeon Phi has 32 + 32 kB (instruction, data) L1 cache and 512 kB
L2 data cache per core. The graph in Figure 7.4 shows differences in
performance of the code on cold and hot caches. The cold cache times
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Figure 7.3: Scalability of Simulation for All Available Profiles on the Xeon
Phi Coprocessor

were measured from a single execution of the code on the coprocessor
for a different number of threads. The hot cache times were measured
as average of 10 successive runs of the code.

The graphs show that the correct use of the cache memory can
provide significant speed up of our code. Unfortunately, the input
data for single run will most likely differ each time, since most of the
user requests will be computed for different road segments and start
time. The real world use of the coprocessor is reflected by the cold
cache measurement which means we are able to effectively use only
half of the resources available for efficient use of the coprocessor.
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Figure 7.4: Scalability of Simulation for All Available Profiles on the Xeon
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Figure 7.5: Scalability of Simulation for All Available Profiles on the Host
CPU
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Table 7.3: Measured Run Times on the Coprocessor

Threads
Times [ms]

Scatter Compact Cold Hot

1 40,111 40,207 40,162 40,118

61 637 995 819 705

122 410 571 731 514

244 332 331 955 553

Table 7.4: Measured Run Times on the Host CPU

Threads Times [ms]

1 1,973

12 (single CPU) 166

24 (two CPU) 85

Scalability of the code on the host CPU is presented in Figure 7.5.
The code scales very well while execution time is approx. 2 times
shorter when running on single 12 core Haswell CPU than on the
coprocessor. The code running on the CPU benefits from L3 data
cache as well as from out-of-order execution and more sophisticated
memory prefetching.

Measured times of execution on the coprocessor are presented in
the Table 7.3 and measured times on the host CPU in Table 7.4. All
measurements were performed with 1,000 samples run, threads were
distributed evenly across all available cores of the target platform
(except for the compact thread affinity strategy).

The early version of our code computed the index of the profile
on a given day from time specified in UNIX timestamp format. The
computation of the profile index involved several system function
calls (namely localtime) which posed a significant bottleneck in the
multi-threaded environment on the coprocessor. The next version was
based on simple data types and did not use any date-time related
functions from the C standard library.

However, profiling in Intel VTune suggested that another bottleneck
appeared as we used pseudo-random number generation routines (in-
troduced in C++11) available in C++ Standard Library. The slowdown
was apparent especially when using large number of threads such as
on Xeon Phi accelerator, since the library implementation was mainly
sequential and thus unsuitable for usage on the Xeon Phi due to a lack
of any parallelism and vectorization.

Another significant speed up was gained by using the builtin_expect
construct which serves as a hint to the instruction pipeline prefetch.
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This helped overcome unnecessary instruction pipeline flushes. Focus
of our optimization effort is now on finding of a suitable modification
of the algorithm which would allow us to use the power of the Xeon
Phi vector processing unit and on optimization of the data access
pattern to help cache memory usage.

7.6 routing pipeline integration experiments

To verify the function of the experimental server-side navigation ser-
vice with the integrated ANTAREX tools, we used an internally de-
veloped simulator system [63]. The system is able to simulate a large
number of cars driving around in a given area while affecting load on
road segments in a virtual traffic network, as well as traffic events (for
example: closures, road works, and traffic jams) affecting the network
throughput. The cars use the navigation service continuously to obtain
the best possible route.

The goal is to validate the solution in terms of its ability to reduce
total travel time of all cars in the system through our road-balanced
routing algorithm and assess the associated costs. Figure 7 (snapshot
of a real simulation run) shows the principal outcome of our solution
(left – all drivers use the same route for going from A to B; right – the
routes are distributed). The impact is functional - how much we can
save on average travel time, and computational - at what cost we can
provide this solution.

A specific simulation scenario was defined and executed several
times using only basic routing algorithms. The output of different
runs, which resulted in traffic jams, was processed by the data fusion.
Probabilistic speed profiles provided by the fusion reflected the be-
haviour of the traffic network during the simulated traffic jams. The
generated speed profiles were then used to run the same scenario, this
time with a full pipeline, which included a navigation algorithm with
k-alternative paths, Probabilistic time dependent routing algorithm
(PTDR), and reordering phases. This run was also used to validate
the DSL integration and autotuning of the PTDR phase [85]. The
individual experiment steps were executed in the following order:

• Define an experimental scenario - number of cars, locations

• Run a scenario using simple routing multiple times; each time
with different simulated events or origin – destination pairs

• Process output of the simulations and obtain speed profiles for
affected segments

• Run the scenario with the full pipeline, including PTDR with
autotuning enabled and Reordering phase

• Analyse logs
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Figure 7.6: Prague bridges scenario, four red points are the origin locations,
blue point is the destination near the Olšany cemetery in Prague

7.6.1 Prague bridges scenario

The simulation scenario consists of cars, events, capacity of the virtual
traffic network and routing service settings. Further description of
the simulation parameters can be found in [63]. The first scenario is
placed in Prague and is based on creating artificial traffic jams on
certain bridges and observing behaviour of the traffic spilling on other
bridges unaffected by the jam.

Origin (red) and destination (blue) points of this scenario are shown
in Figure 7.6. The first three origin points are placed in an area behind
the river, close to a bridge which is a part of the fastest path to the
destination. The fourth origin point is placed on the other side of the
river close to the destination point to further affect traffic in this area
by generating additional load. The scenario runs 2,000 cars evenly
distributed between the four origin points. The cars depart in 2 sec.
intervals simultaneously from the origin points from the beginning of
the simulation. Each car sends a request for new route every 30 sec.

Tables 7.5 and 7.6 contain sequences of snapshots of virtual road
network segments affected by the simulation with the actual speed
corresponding to the given time step. The left column of the table
shows the results from the simulation executed using a simple pipeline,
with a basic routing algorithm. The pictures obtained for different
simulation time steps show that the behaviour of the simulation is
correct and when the capacity of the road is full, the system prefers
less congested roads. This is visible especially on the last picture, when
traffic increases in the smaller streets around the points of origin. This
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Table 7.5: Simulation progress (from 1 to 10 minutes)

Basic routing Advanced routing with PTDR
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Table 7.6: Simulation progress (from 10 to 35 minutes)

Basic routing Advanced routing with PTDR

Simulation finished.

Simulation finished.
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resulting traffic congestion in the network is used as a baseline for
later optimization.

The next step after running the scenario with the simple routing
is to repeat its execution several times; each time reducing speed
on a different bridge in order to simulate traffic jam events in the
road network. Average speeds gathered from the virtual road network
are then combined together in speed profiles and probabilistic speed
profiles in order to reflect differences in the traffic behaviour induced
by the events. The scenario is executed with the generated probabilistic
speed profiles using the full routing pipeline, including the PTDR and
reordering phases. The expected result is that the mean trip time and
total time of simulation will be shorter compared to the original run
with the simple routing algorithm. A result of this run is visible in
Tables 7.5 and 7.6 in the right column.

It is clearly visible that segments affected in the simple scenario (left)
for the same time step had faster speeds for the optimized run (right).
Moreover, thanks to the optimization, a smaller area was affected by
the traffic, compared to the non-optimized situation. The following
section provides a detailed summary of the trip time statistics for both
runs and its comparison.

7.6.2 Driving time statistics

Table 9 contains numerical characteristics of car trip times in the two
simulation runs. It is clear that mean trip time in the optimized run
is 13.8% better than the un-optimized run. The longest trip time in
the simulation has been reduced by 22.32%. Another metric of interest
is the total simulation run time computed as time spent between
departure of the first car and arrival of the last car. In this case, the
total run time is 32.22% shorter in the optimized run. This experiment
successfully validates the routing service which uses the full pipeline
with PTDR and reordering phases. The PTDR uses the probabilistic
speed profiles provided by the data collection and the processing
phase.

The blue histogram in Figure 7.7 was generated from trip times for
the run with simple routing. It shows a large number of outliers in
the right side of x-axis meaning that a significant amount of cars got
stuck in the traffic jam and spent several times longer time on the road
compared to the optimized run in red.

The table 7.7 shows results obtained for run that used the mAR-
GOt autotuning framework to dynamically suggest number of a MC
samples to obtain in PTDR pipeline stage. Almost 70% of all routing
requests issued during the simulation used the 100 samples which
reduced the total spent in the PTDR phase compared to the scenario
which would use only fixed value of MC samples.
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Figure 7.7: Histogram of driving times with simulation runs with simple
routing (blue) and reordering (red)

Table 7.7: Sample count proportion suggested by the mARGOt autotuner for
all routing requests issued during the simulation

Samples Req. count Ratio [%]

100 58,829 69.21

300 26,203 30.79

Total req. 85,032

Table 7.8: Driving time statistics from simulation runs with simple routing
and reordering

Simple Full pipeline Difference [%]

Minimum 173.0 171.0 1.16

1st Quartile 399.0 393.5 1.38

Median 671.0 584.0 12.98

Mean 705.6 612.6 13.18

Std. deviation 455.3 300.7 33.96

3rd Quartile 948.0 800.0 15.61

Maximum 2,729.0 2,120.0 22.32

Total run time [s] 3,408.0 2,310.0 32.22
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Figure 7.8: Architecture of the server-side routing service dashboard applica-
tion

7.7 dashboard web application

A part of my contribution to the ANTAREX project Use-case 2 was
the design and development of a web based dashboard application
for monitoring and testing of the server-side routing service. The
motivation for the development is to provide users with a way of
how to test the mentioned multi- criteria SLA against a given set of
parameters of the service and its underlying technologies. The tool
should provide a consistent and robust benchmarking environment
which should be used in a transparent way for optimizing the service.
Simultaneously, the tested service is provided as a black box and the
tool exposes only a subset of the service parameters which are relevant
for testing. The tool can be used to obtain a unified presentation of the
test results, which is convenient for comparison of different parameter
settings of the service.

The application design is roughly divided into several parts. The
monitoring and benchmark front-end is the first part while the asyn-
chronous task and database back-end is the second part. An overview
of the application architecture is shown in Figure 2. Web applica-
tions are inherently synchronous and stateless which makes them
unsuitable for our purposes. The user front-end should only serve
as a tool for controlling and monitoring of the benchmarking pro-
cess. Therefore, an asynchronous approach has to be implemented, so
that the process execution is independent on the user requests to the
application front-end.

The frontend is implemented in a popular Python web framework
Flask [31]. In the context of benchmarking, it provides a user interface
for setup, execution and presentation of the benchmark results. The
main page contains a form for submitting the benchmark task and
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Figure 7.9: Result of a benchmark run

a table of results of the past runs. The detail presented in Figure
7.9 contains information about parameters of the viewed run and
its results. In this particular case, the presentation of the results is
split into data about the run itself and several metrics computed
from the service log. The asynchronous back-end of the application
is implemented with the help of the Celery framework. It provides
a convenient way of execution and management of large number of
small tasks asynchronously and can be easily scaled.



Part V

C O N C L U S I O N A N D F U T U R E W O R K
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R E S U LT S D I S C U S S I O N A N D C O N C L U S I O N

The popularity of the Monte Carlo method has been steadily growing
as well as the amount of available computing power provided by the
supercomputers at the cost of increased complexity of programming
models. The main goal achieved by this work was the implementation
of the MC in three non-traditional areas and their deployment on a
heterogeneous HPC infrastructure. A parallel programming model
was selected for each domain while taking into account its ease of use,
integration with other existing tools and target architecture.

The uncertainty modelling in Rainfall-Runoff models was the first
MC application. In this work we designed a simulation framework
that runs a large number of RR simulations on a generated set of
input data. Each parameter can have its own probability distribution
with given parameters assigned. The most sensitive input parameter
of the RR model in our use-case is the precipitation forecast. We have
estimated error distribution of this parameter using a kernel density
estimation method and implemented a method for sampling from
this distribution. The framework then collects output of the individ-
ual runs and derives a set of percentiles and other statistics which
are further used for example in the hydrodynamic simulations. The
framework also implements other methods like what-if analysis and
calibration methods. The used parallel programming model was based
on hybrid MPI and OpenMP solution. The uncertainty simulation has
been applied to two RR models Math1D and HEC-HMS. Multi node
scalability of the uncertainty simulation has also been verified on the
Anselm cluster operated by IT4Innovations.

The deployment on HPC infrastructure allows to deliver a large
number of precise simulations for several watersheds in a matter of
minutes. Outputs of the framework are integrated in the Floreon+

system web-based interface which can be used to view the simulation
results and to run a user-specified what-if scenarios. The system
executes the framework automatically on the HPC infrastructure using
the HPC as a Service solution provided by the HEAppE[77] and
provides a vital connection between the HPC and cloud infrastructure.
This result is important especially for municipalities and governments
in the disaster management process, where quick delivery of precise
simulation results plays an important role. The developed framework
has also been used as a use-case application in the FP7 project HARPA.
This work will be used as a basis to implement similar methods in
future hydrological models which will be integrated in the Floreon+

system.

75
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The second MC application comes from the field of traffic optimiza-
tion. We have developed the Probabilistic Time-Dependent algorithm
which, in combination with other routing algorithms, can be used
to obtain an approximate solution to the stochastic routing problem.
The algorithm uses a MC based random tree walk to simulate a large
number of cars passing along a certain route. The estimated distribu-
tion of travel time can be used for example in intelligent transport
systems to provide optimal routes depending on time of departure.
The algorithm uses the so-called probabilistic speed profiles which are
essentially a probability distributions of speed on a road segment at a
given point in time with a fixed number of support points.

The PTDR algorithm was implemented in C++ and optimized for
Intel Xeon and Intel Xeon Phi processors. Scalability tests showed that
CPU is a more suitable platform to run the code compared to the
accelerator mainly due to a lack of vectorization opportunities and
loop iteration dependencies which are unfortunately defined by the
algorithm. It uses the OpenMP parallel programming model for both
CPU and accelerator as well as random number generators provided
by the Intel MKL. Fine-tuning of the algorithm allowed us to improve
the performance of the algorithm to a point where it can be integrated
to an experimental server-side navigation service which was used
as an use-case application in the H2020 project ANTAREX. Using a
custom in-house traffic simulation platform we have tested the auto-
tuning framework mARGOt developed as a part of the project by
university Politecnico di Milano. The simulations have demonstrated
that we were able to lower the mean trip time by 13% on a traffic
scenario with 2000 cars in Prague using a routing pipeline with the
PTDR algorithm. Using the auto-tuning framework we have been able
to dynamically reduce the number of MC samples necessary to obtain
the travel time distribution which further led to lowering the response
time and improving efficiency of the routing service. We have also
demonstrated a novel approach to the implementation by using a
domain specific language LARA to generate parts of the HDF5 data
access layer.

This result has the potential to be used by the future "Smart cities"
which can use the algorithm in their traffic navigation and monitoring
system. The next step of in this work is to compare the simulation
result to an already published and well known traffic scenario. To
achieve this comparison, the individual map sources have to be first
normalized as well as the properties of the individual cars. Another
planned course of action is to determine whether the amount of cars
using the server side navigation system can be lowered while still
achieving some level of traffic optimization in the given geographical
area.
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and David Vojtek. “Server-side navigation service benchmarking
tool”. In: (2017).

[5] Stepan Kuchar, Martin Golasowski, Radim Vavrik, Michal Pod-
horanyi, Boris Sir, and Jan Martinovic. “Using high performance
computing for online flood monitoring and prediction”. In: In-

77

https://doi.org/10.14311/NNW.2015.25.014
https://doi.org/10.14311/NNW.2015.25.014
https://doi.org/10.1109/TETC.2019.2919801
https://doi.org/10.1007/978-3-030-29029-0_22


results discussion and conclusion 78

ternational Journal of Environmental, Ecological, Geological and Geo-
physical Engineering 9.5 (2015), pp. 267–272.
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